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Yhteenveto tutkimusraporteista

Äyrämö Sami1∗

1 Faculty of Information Technology, University of Jyvaskyla, Finland

Abstract — Tekoäly on tällä hetkellä yksi nopeimmin kehittyvistä teknologioista.
Modernit tekoälysovellukset perustuvat valtaosin dataa mallintaviin koneoppimisme-
netelmiin. Suomessa kerätään suuria määriä tekoälyn hyödynnetäväksi soveltuvaa
dataa erilaisten terveyden, hyvinvoinnin ja lääketieteen sovellusten kautta. Tämän
raportin tarkoitus on esittää ”Value from health data with cognitive computing”-
projektin (TEKES) koneoppimiseen perustuvien tekoälyteknologioiden kyvykkyyksiä
selvittäneiden osatutkimusten tuloksia. Tutkimukset suoritettiin käyttäen projektin
yhteistyökumppaneiden tai Jyväskylän yliopiston keräämiä aineistoja. Tässä osassa
käydään ensin läpi yleisellä tasolla mistä koneoppimispohjaisessa tekoälyssä on kysy-
mys ja sen jälkeen vedetään yhteen yhdeksän teknisen osaraportin tulokset. Tulokset
osoittavat, että datapohjaisille sovelluksille on Suomessa tarve ja mahdollisuus. Huoli-
matta ”Big data”-ilmiöstä, käytännössä tutkimusta ja innovaatioita hidastaa edelleen
myös riittävän suuren ja laajan datan puuttuminen johtuen niiden pirstaleisuudes-
ta. Tähän voidaan vastata parhaiten yhdistämällä aineistoja esimerkiksi Omakannan
Omatietovaranto -tyyppisiin ympäristöihin.

1 Johdanto

Tekoälystä (engl. artificial intelligence) on tullut yksi keskeisimmistä teknologioista pohdittaessa
terveydenhuollon kehittämistä ja tehostamista yhteiskunnan muutosten ja haasteiden keskellä.
Tekoälysovelluksia on kehitetty terveyshuollon ja lääketieteen sovelluksiin 1980-luvulta alkaen.
Liikunta- ja hyvinvointisektoreiden innovaatiot ovat kuitenkin yleistyneet vasta viime vuosina, sillä
kuluttajatason sensori- ja datantallennusratkaisut ovat kehittyneet vasta tämän vuosituhannen
puolella. Suomella on vahvat lähtökohdat sekä tekoälyn kehittämiseen että hyödyntämiseen kor-
kean osaamistason ja laajasti digitalisoituvan terveydenhuollon ansiosta (Lehto and Neittaanmäki,
2017). Lisäksi suomalaiset yritykset ovat kehittäneet terveys- ja hyvinvointialalle lukuisia digi-
taalista dataa ja signaaleja kerääviä sensori-, mittalaite-, ja tiedonkeruuratkaisuja. Omadataa
hyödyntävän tekoälyn kehitysmahdollisuudet tulevat paranemaan entisestään muun muassa Oma-
kannan Omatietovarannon käyttöönoton ja datan toissijaisen käytön mahdollistumisen myötä (Nii-
nimäki et al., 2017).

Yksilöllisen vaihtelun huomioivat lähestymistavat potilaiden hoidossa, riskien arvioinnissa ja
sairauksien ennaltaehkäisemisessä, englanninkielisin termein ilmaistuna precision medicine1 tai
personalized medicine, perustuvat suurien tietomassojen ja koneoppimisen hyödyntämiseen. Perin-
teisesti tutkimustiedon tuottaminen on perustunut valtaosin ”one-size-fits-all”-strategiaan, jossa
populaatiossa keskimäärin toimivaksi todetun menettelyn oletetaan yleistyvän valtaosin kaikiin
yksilöihin. Tämä johtaa luonnollisesti suuriin yksilöllisiin eroihin hoitoa saaneiden tai vaikkapa
liikuntareseptiä noudattaneiden henkilöiden kokemissa vasteissa. Yksillöllisen lääketieteen tavoit-
teena on ottaa huomioon yksilön perimään, ympäristöön ja elämäntyyliin liittyvät tekijät, mikä
mahdollistaa yksillöllisesti tarkemmat riskiarviot ja diagnoosit, vaikuttavammat terveys- ja lii-
kuntasuositukset ja tehokkaan hoidon suunnittelun sairauden osuessa kohdalle. Henkilökohtainen
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lääketiede ei luonnollisesti tarkoita menetelmien kehittämistä yksilöittäin vaan yhtenäisesti käyt-
täytyvien osajoukkojen tai alityyppien tunnistamista suuremmasta datamassasta koneoppimisen
ja data-analytiikan keinoin.

Dr. Linda A. Winters-Miner (Linda, 2014) on kuvannut seitsemän tapaa, joilla ennustava mal-
lintaminen voi edistää terveyttä ja hyvinvointia. Vapaasti käännettynä ne voitaneen tulkita seu-
raavasti:

1. Tarkemmat diagnoosit

2. Yksilöllisempien riskiarvioiden avulla edistyvä ennaltaehkäisevä terveydenhuolto ja kansan-
terveys

3. Yksilöllisemmät hoitomenetelmät

4. Työterveyden palveluiden vakuutuskustannusten ennustaminen

5. Tiedon aiempi jalkauttaminen kliiniseen toimintaan jatkuvaan oppimiseen kykenevien mal-
lien avulla

6. Lääkkeiden tarvepohjainen kehittäminen

7. Potilaan aktiivisempi rooli terveytensä edistämisessä

Tekoälymenetelmien kehittäminen yksilöllisemmän terveydenhoidon edistämiseksi edellyttää
älykkäiden algoritmien lisäksi suuret määrät monipuolista ja riittävän laadukasta dataa. Modernit
kone- ja syväoppimisalgoritmit (engl. machine learning, deep learning) pystyvät älykkäästi mal-
lintamaan/oppimaan datassa piileviä monimutkaisiakin yhteyksiä ja riippuvuuksia. Menetelmien
älykkyydestä ja oppimismiskyvystä huolimatta varsinainen sovellusalakohtainen tieto on luonnol-
lisesti kuitenkin datassa. Tekoälylgoritmit eivät pysty lisäämään tai luomaan oppimaansa malliin
sellaista tietoa, jota niiden opettamiseen käytettävä data ei sisällä. Tekoälyn laatu ja kattavuus on
siis varsin pitkälle datasta riippuvaista. Toisaalta ilman data- ja koneoppimisalan ammattitaitoa
suurten datamassojen valtava potentiaali on mahdotonta hyödyntää. Tällaisen keskinäisen riip-
puvuuden vallitessa kehittämis- ja tutkimustyö edellyttää tiivistä yhteistyötä tekoäly- ja terveys-
/hyvinvointialojen osaajien välillä.

2 Koneoppimiseen perustuva tekoäly

Kiinnostus tekoälyä kohtaan on elänyt eräänlaisessa aaltoliikkeessä nykyaikaisten ohjelmoitavien
tietokoneiden keksimisestä lähtien. Aluksi tietokoneiden ”viisautta” hyödynnettiin pääasiassa for-
maaliin esitystapaan helposti taipuvien matemaattisten tehtävien ratkomiseen (Goodfellow et al.,
2016). Tällaisten tehtävien ratkominen koneen avulla oli hyödyllistä, sillä tehtävät olivat ihmiselle
vaikeita, mutta tietokoneille helppoja ja nopeita ratkaista. Klassinen tekoäly perustuu tietämyksen
esittämiseen hyvin määriteltyjen symbolien ja loogisten päättelysääntöjen muodossa (Nilsson,
1998). Todellinen maailma on kuitenkin osoittautunut varsin vaikeasti mallinnettavaksi ohjelmoi-
tavan tekoälyn muodossa.

Vaikka tietokone voidaan opettaa pelaamaan älykkäänoloisesti shakkia, on pelin maailma var-
sin rajallinen ja yksinkertainen verrattuna reaalimaailman ongelmiin. Tosielämän tapausten mal-
lintamiseen vaadittavan kokonaisvaltaisen infomaation kerääminen voi olla äärimmäisen vaikeaa.
Vaikka monimutkaisten matemaattisten tehtävien ratkaiseminen tietokoneen avulla on nopeut-
tanut maailman kehittymistä monin tavoin, muodostavat ihmiselle intuitiivisen oloisten mutta
vaikeasti formaalissa muodossa esitettävien tehtävien ratkominen edelleen tekoälylle suuren haas-
teen (Goodfellow et al., 2016). Ollakseen älykäs ja vuorovaikutuskykyinen täytyy tietokoneen siten
pystyä oppimaan asioita kuvista, äänistä, teksteistä, sähkösignaaleista, tapahtumasekvenseistä jne.
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eli suurista matalan abstraktiotason tietomassoista. Ihmisestä tällaista dataa tuotetaan valtavia
määriä biosignaalien, digitaalisten kuvien, geenisekvenssien ym. muodossa.

2.1 Perinteiset koneoppimisen menetelmät

Koneoppiminen on keino opettaa tietokone tunnistamaan, luokittelemaan ja ennustamaan reaa-
limaailman ilmiöitä ja hahmoja (Bishop, 2006). Koneoppiminen jaetaan pääasiassa kahteen pa-
radigmaan: ohjattuun (engl. supervised learning) ja ohjaamattomaan oppimiseen (engl. unsuper-
vised learning) (Friedman et al., 2001). Ensinmainitussa kone opetetaan ennustamaan tai luokit-
telemaan määrättyjä vasteita. Vasteet voivat olla luokiteltuja muuttujia, kuten kasvaimen tyyppi
(hyvänlaatuinen = 0 / pahanlaatuinen = 1), tai jatkuvia muuttujia, kuten riskikerroin väliltä 0-1.
Ohjaamattomassa oppimisessa datasta pyritään hahmottamaan sen sisäinen rakenne ja tunnis-
tamaan uusia riippuvuuksia ja suhteita. Vaikka osaraporteissa on sovellettu myös ohjaamatonta
oppimista, on tämän kokoomaraportin päähuomio ohjatussa koneoppimisessa.

Keinotekoiset neuroverkot (engl. artificial neural networks) ovat tekoälyn yksi tunnetuimmis-
ta menetelmistä (Haykin et al., 2009). Teoreettisesti keinotekoiset neuroverkot ovat houkutte-
levia suuren oppimiskapasiteettinsa ansiosta. Universaalin approksimaatioteoreeman perusteella
yhdestä piilokerroksesta koostuva epälineaarinen monikerros- eli MLP-neuroverkko voi mallintaa
minkä tahansa jatkuvan funktion (Hornik, 1991). Vaikka kiinnostus neuroverkkoja kohtaan on ajan
saatossa vaihdellut, niin nyt 60-70 vuotta alan pioneerien McCulloughin, Pittsin ja Rosenblat-
tin esittämien ensioivallusten jälkeen neuroverkkoja on jo sovellettu lukuisissa sovelluksissa niin
lääketieteessä kuin terveys- ja hyvinvointialoilla. 1990-luvun puoliväliin mennessä sovelluksia oli
toteutettu diagnostiikassa, kuvantamisessa, biosignaalien analysoinnissa, hoitovasteen ennustami-
sessa, patologiassa ja farmakologiassa (Baxt, 1995). 2000-luvun edistysaskeleet syväoppimisessa,
datan määrän kasvu, uudet opetusalgoritmit ja laskentatehon kasvu ovat antaneet viimeisimmän
sysäyksen neuroverkkotutkimukselle. Muita esimerkiksi kliinisissä tekoälysovelluksissa käytettäviä
perinteisiä koneoppimisen menetelmiä ovat muun muassa päätöspuut (engl. decision tree) (Bae,
2014), k-lähimmän naapurin menetelmä (engl. k-Nearest Neighbor tai kNN ) (Altilio et al., 2017),
Lasso regressio (Zemmour et al., 2015), tukivektorikone (engl. support vector machine) (Bisenius
et al., 2017), Näıvi Bayes-luokitin(Pershad et al., 2017), Bayes-verkot (Takenaka and Aono, 2017)
ja satunnaismetsät (engl. random forest) (Shaikhina et al., 2017).

On hyvä muistaa, että yksinkertaisissa tapauksissa jopa perinteinen lineaarinen tai logistinen
regressiomalli voi edelleen olla toimivin ennustusmenetelmä. Ylipäätään koneoppimisessa tulee nou-
dattaa yksinkertaisuuden periaatetta, koska yksinkertaisin toimiva ratkaisu yleistyy uusille mallin
opetusvaiheessa tuntemattomille tapauksille parhaiten. Osassa tämänkin kokoomaraportin tutki-
mustapauksista ei pystytty löytämään lineaariselle mallille tarkempaa vaihtoehtoa mallin komplek-
sisuutta lisäämällä. Myös datan vähäinen määrä on peruste käyttää yksinkertaisia malleja, jotta
vältyttäisiin mallin ylioppimiselta. Mallinnusmenetelmää valittaessa on tärkeää huomioida myös
datan laatu, jotta tunnistettaisiin laatutekijöistä aiheutuvat vaatimukset menetelmien robustisuu-
delle ja puuttuvien arvojen käsittelylle (Äyrämö, 2006).

Vahvistusoppiminen (engl. reinforcement learning) on vähemmän huomiota saanut koneoppi-
misen paradigma, jossa älykäs agentti oppii onnistumisten ja virheiden kautta toimiessaan vuoro-
vaikutuksessa ympäristönsä kanssa (Sutton and Barto, 1998). Agentti saa valintojensa perusteella
negatiivista tai positiivista palautetta. Agentti pyrkii maksoimoimaan positiivisen palautteensa,
mikä johtaa jatkuvaan oppimiseen. Agentin on päätöksissään tasapainoiltava aiemmin koettujen
palkittujen vaihtoehtojen ja uusien tuntemattomien vaihtoehtojen välillä. Vahvistusoppimista voi-
daan pitää koneoppimisen kolmantena paradigmana ohjatun ja ohjaamattoman oppimisen rinnalla.
Vahvistusoppiminen eroaa selkeästi ohjatusta oppimisesta, sillä agentin opettamiseen ei sovelleta
varsinaista mahdollisimman yleistyvään malliin pyrkivää opetusaineistoa ja -algoritmia. Paradig-
ma ei myöskään vastaa ohjaamatonta oppimista, sillä agentin tavoitteena ei ole löytää datassa
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piileviä rakenteita tai riippuvuuksia vaan maksimoida positiivisten palautteiden kertymä.
Modernit tekoälysovellukset perustuvat siis pääosin datasta oppimiseen. Miten tämä sitten

eroaa perinteisestä dataa selittävästä analytiikasta (engl. explanatory modeling)? Tekoälytehtävät
ovat pääasiassa tavalla tai toisella ennustustehtäviä (engl. predictive modeling). Selittävän mallin-
tamisen avulla pyritään ymmärtämään selittävien ja selitettävien muuttujien väliset riippuvuudet
ja kausaliteetit. Ennustavassa mallintamisessa taas pyritään mahdollisimman tarkkaan ennustus-
tulokseen syötteiden ja vasteiden välisten yhteyksien luonteen jäädessä useimmiten mustalaatikko-
tyyppisen mallin taakse (Breiman et al., 2001). Tämän vuoksi ennustavassa mallintamisessa, ja
siten koneoppimiseen perustuvassa tekoälyssäkin, datasta opetettujen mallien validointi riippu-
mattomilla aineistoilla on äärimmäisen tärkeää ennen niiden käytäntöön viemistä.

2.2 Syväoppiminen

Kuten edellä mainittiin, neuroverkkotutkimus on kiihtynyt voimakkaasti 2000-luvulla ja tekoäly
on noussut ”hypetasoiseksi” teknologiatrendiksi erityisesti syvien neuroverkkojen (engl. deep neu-
ral networks) keskuudessa tapahtuneen kehityksen seurauksena (LeCun et al., 2015). Perinteiset
koneoppimisen menetelmät mahdollistivat koneen opettamisen datapohjaisesti älykkyyden ohjel-
moimisen sijaan, mutta edelleen soveltamisen haasteena on ollut mallien opettamiseen tarvitta-
vien piirteiden muodostamisen vaikeus. Älykkään koneen toivottaisiin usein ymmärtävän puhet-
ta, ääniä, kuvia tai sensorin mittaamia biosignaaleita, mutta näiden syöttäminen koneoppimi-
salgoritmille on haastavaa, sillä perinteiset luokittelu- ja ennustusmenetelmät pystyvät ottamaan
syötteinä pääasiassa vain asiantuntijan valmiiksi ”käsin” suunnittelemia ja laskemia piirteitä. Piir-
teiden muodostaminen onkin ollut erittäin tutkittu osa-alue esimerkiksi konenäössä (esim. (Nixon
and Aguado, 2012)).

Ainakin osaratkaisun moniin datan piirteytyshaasteisiin ovat tarjonneet syvät neuroverkot, jot-
ka ovat käytännössä piirteenmuodostuksen sisältäviä monikerroksisia neuroverkkoja. Keksintönä
syvät neuroverkot eivät ole täysin uusia, sillä niitä on tutkittu 1960-luvulta lähtien (Schmidhu-
ber, 2015). Uusien syvien neurolaskentaopetusalgoritmien, grafiikkaprosessorien ja hajautetun las-
kennan kehittyminen antoivat 2000-luvulla voimakkaan sysäyksen nykyiselle tekoälykehitykselle.
Erityisesti konvolutiivisia ja rekurrentteja neuroverkkoja on käytetty konenäön ja luonnollisen kie-
lenkäsittelyä vaativissa sovelluksissa datan spatiaalisten tai temporaalisten rakenteiden mallinta-
miseen.

Syviä neuroverkkoteknologioita hyödyntävät nykyään useat yritykset, kuten IBM, Google, Mic-
rosoft, Apple ja NVIDIA. Lääke- ja terveystieteen puolella syviä neuroverkkoja on testattu lu-
kuisissa sovelluksissa, kuten lääketieteellisessä kuvantamisessa (Shen et al., 2017), aivosignaalien
käsittelyssä (Schirrmeister et al., 2017), genomiikassa (Angermueller et al., 2016), rintasyövän tun-
nistamisessa (Kooi et al., 2017), sydäninfarktin tunnistamisessa (Acharya et al., 2017) ja liikedatan
parametrisoinissa vaikkapa Alzheimer-taudin seurantaa varten (Hannink et al., 2017).

Äkkiseltään syväoppimisesta voi saada jopa sellaisen kuvan, että ilmiöiden opettaminen tietoko-
neelle neuroverkkojen avulla olisi jo varsin suoraviivaista raakamuotoisen opetusdatan syöttämistä,
mutta käytännössä haasteena on edelleen opettamisen edellyttämä datan määrä. Syvät neurover-
kot voivat sisältää miljoonia säädettäviä parametreja, minkä vuoksi myös opetusdataa tarvitaan
valtavasti. Esimerkiksi Nature-lehdessä vuonna 2017 julkaistussa artikkelissa esitetty konvoluutio-
verkkoon ja valokuviin perustuva ihosyövän tunnistusmenetelmä opetettiin 129 450 kuvalla (Esteva
et al., 2017). Verkko oli tätä ennen esiopetettu yli miljoonalla kuvalla ja 1000 luokituskategorialla.
Datamäärän ollessa pieni verkot ylioppivat helposti opetusaineiston eivätkä tulokset tällöin yleisty
uusiin ennalta tuntemattomiin havaintoihin. Ylioppimisen välttämiseksi käytetään verkon opet-
tamisessa myös regularisointimenetelmiä (esim. (Srivastava et al., 2014)). Datan ja parametrien
määrän kasvu puolestaan tekee verkon opettamisesta laskennallisesti raskaampaa, mutta nykyiset
laskenta-alustat ja opetusalgoritmit suoriutuvat näistä tehtävistä varsin hyvin.

6



Suomalainen terveysdata tarjoaa paljon mahdollisuuksia tekoälyn hyödyntämiselle. Useat ”state-
of-the-art”-kone- ja syväoppimismenetelmät ovat saatavilla avoimien kirjastojen kautta. Python-
ohjelmointikielestä kirjastoineen on tullut käytetyin työväline koneoppimis- ja tekoälysovellusten
kehittämiseen. Python onkin noussut kone- ja syväoppimisen trendiohjelmointikieleksi. Yleisesti
käytettyjä syväoppimiskirjastoja ovat Caffe2, Theano3, Torch74 ja TensorFlow5.

3 Testitapaukset

Tässä kokoomateoksessa esitellään tuloksia ”Value from health data with cognitive computing”-
projektin (Tekes) terveys- ja liikunta-alan aineistoilla toteutetuista testitapauksista. Projektin osa-
työpakettina oli selvittää modernien kognitiivisten tekoälyteknologioiden potentiaalia suomalaises-
sa terveys- ja hyvinvointidataympäristössä. IBM kuvaa kognitiivista teknologiaa neljän kyvykkyy-
den kautta: Ymmärtää, päättelee, oppii ja vuorovaikuttaa. Tämän raportin piirissä kuvatuissa tes-
teissä ei testattu yhtään järjestelmäkokonaisuutta, joka tarjoaisi nämä kaikki ominaisuudet. Sen
vuoksi testasimme erilaisia kyvykkyyksiä ongelma- ja aineistolähtöisesti.

Testiesimerkkien tarkoituksena on tiedon tuottaminen tekoälyn ja koneoppimisen sovellutus-
mahdollisuuksista kotimaisessa terveysdatamaisemassa yhteistyökumppaneilta saatuja reaalimaa-
ilman aineistoja hyödyntäen. Testiesimerkit edustivat karkeasti ottaen seuraavia osa-alueita:

• Kliinisen lääketieteen ja sairaalaympäristön sovellutukset

• Lasten ja nuorten hyvinvointi ja kokonaisvaltainen kehittyminen

• Ennaltaehkäisevä terveydenhuolto ja älykkäät sensorit ja apuvälineet

Kaikki testitapauksemme tutkivat koneoppimismenetelmien kykyä oppia syötetystä datasta. Tut-
kimme esimerkiksi kuinka koneoppimisalgoritmit voidaan opettaa ymmärtämään syöte- ja vaste-
muuttujien välisiä riippuvuuksia raakamuotoisesta syöpäkuva-aineistosta opettamalla tekoälyalgo-
ritmi laskemaan kuvasta syöpäsolujen lukumäärä. Lisäksi testasimme kuinka ohjaamaton koneop-
pimismenetelmä osaa muodostaa koululaisaineistosta erilaisia oppijoiden alityyppejä. Testasimme
myös kuinka tekoälyalgoritmi voidaan opettaa päättelemään raakamuotoisesta liikeanalyysikuva-
datasta juoksijan askeltyyppi tai jalkapallonuoren mahdollisuudet edetä kansainväliseen valmen-
nusakatemiaan. Vuorovaikutusominaisuuksia ei tutkittu, koska tämä olisi käytännössä vaatinut
suomenkielisen käyttöliittymän eikä kyseinen kyvykkyys ollut aineistojen ja sovellusten potenti-
aalin tutkimisen kannalta relevantti.

Testiesimerkkien toteuttamiseksi aineistoja ja/tai asiantuntemustaan projektin käyttöön antoi-
vat Keski-Suomen Sairaanhoitopiiri, Itä-Suomen yliopisto, Eerikkilän urheiluopisto, LIKES, Lii-
kuntatieteellinen tiedekunta, UKK-instituutti, KIHU ja HUS. Lisäksi hyödynnettiin yhtä avointa
aineistoa syväoppimismenetelmien tutkimiseksi. Emme tunnistaneet kaupallisista ohjelmistoista
valmiiksi koulutettuja malleja tai mallien kouluttamista erityisesti edistäviä ohjelmistoja, joten
testit toteutettiin pääosin avoimen lähdekoodin kirjastoja käyttäen. Keskeiseksi kysymykseksi sul-
jetuissa ohjelmistoissa havaittiin mm. mallin validointimenetelmien luotettavuus.

Tutkimuksiin kartoitettiin menetelmät avoimien (Python kirjastot) ja kaupallisten ratkaisujen
joukosta (IBM, Mathworks). Projektissa on räätälöity testejä varten tekoäly- ja koneoppimiskir-
jastojen, kuten Python Scikit ja Panda, perusmenetelmiä mallien luomiseen rakenteisesta datasta
sekä kartoitettu ja testattu myös syväoppimiskirjastojen (Keras, MxNet, TensorFlow, Lasagne)
menetelmiä raakamuotoisen datan (syöpäkuvat ja biomekaaniset signaalit) opettamisessa koneelle.

2http://caffe.berkeleyvision.org/
3http://deeplearning.net/software/theano/
4http://torch.ch/
5https://www.tensorflow.org/
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Suurten kuva- ja biomekaanisten signaalien vaatiman laskennan skaalaamiseksi IT-tiedekuntaan
on rakennettu GPU-yksiköllä varustettu tietokone sekä luotu GPU-palvelin syväoppimisverkkoja
hyödyntävien sovellusten opettamisen nopeuttamiseksi.

Kunkin aineiston tutkiminen on noudattanut pääosin seuraavaa prosessia:

1. Tarpeen tunnistaminen ja tavoitteen asettaminen

2. Aineiston luovuttamisesta sopiminen ja siirto

3. Menetelmien ja mallien kartoittaminen (ml. IBM ratkaisut ja avoimet kirjastot)

4. Datan mallintaminen

5. Tulosten tulkinta yhteistyössä datan omistajatahon edustajan kanssa

6. Tulosten raportointi

3.1 Osaraportit

Seuraavassa kuvataan lyhyesti osaraporttien pääkysymykset ja -tulokset. Projektissa tuotettiin
yhteensä yhdeksän teknistä tutkimusraporttia, joista yksi on kirjallisuuskatsaus ja lopuissa rapor-
toidaan koneoppimistestien tuloksia käytännön datalla.

1. Girka, A., Kulmala, J-P., & Äyrämö, S., Prediction of ground reaction force impact
peak with deep learning. Biomekaanista 3D-liikeanalyysia käytetään sekä sairaaloissa että
liikuntabiomekaniikassa eri liikkumismuotojen ja työasentojen kuormittavuuden mittaami-
seen sekä sairauksien monitorointiin. Tässä tutkimuksessa koulutettiin syvä CNN-tyyppinen
neuroverkko tunnistamaan 76 %:n tarkkuudella juoksuaskeleesta rasitusvammariskiä lisäävä
kuormituspiikki.

2. Jauhiainen, S., Forsman, H., Äyrämö, S., & Kauppi, J-P., Talent detection in soccer
using a One-Class Support Vector Machine. Poikkeamantunnistusmenetelmiä voidaan
soveltaa populaation valtavirrasta poikkeavien ominaisuuksien, oireiden tai käyttäytymisen
havaitsemiseen. Tässä tutkimuksessa koulutettiin One-Class-SVM-menetelmä tunnistamaan
ulkomaille edenneet nuoret jalkapalloharrastajat tuhansien pelaajien joukosta.

3. Moilanen, H., Kankaanranta, M. & Äyrämö, S., Detecting pupils’ preferred learning
styles and different types of personalities by unsupervised machine learning. Oh-
jaamattoman koneoppimisen avulla voidaan tunnistaa koululaisten joukosta eri oppimistyylin
omaavia alijoukkoja. Tässä tutkimuksessa löydettiin yläkoululaisten joukosta kolme erilaista
oppijaprofiilia käyttäen opetusdatana liikunnallisen työpajaopetuksen yhteydessä suoritettua
kyselyaineistoa. Tietoa voidaan hyödyntää yksilöllisempien opetusmuotojen suunnittelemi-
sessa.

4. Moilanen, H., Jauhiainen, S., & Äyrämö, S., Predicting school success from student’s
wellbeing data. Liikunnallisella aktiivisuudella on todettu olevan yhteys koulumenestyk-
seen. Tässä tutkimuksessa selvitettiin henkilökohtaisin sensorein kerättyjen mittausten po-
tentiaalia koulumenestyksen ennustamisessa. Koulumenestystä ennustavia tekijöitä ei kui-
tenkaan koneoppimisen keinoin onnistuttu tunnistamaan. Tulokseen vaikutti suurella to-
dennäköisyydellä merkittävästi otoksen varsin pieni koko ja lyhyt seurantajakso.

5. Niinimäki. E., Pasanen, K., Leppänen, M., Vasankari, T., Parkkari, J., & Äyrämö,S., De-
termining risk factors for acute lower extremity injuries in team sports with
lasso regression. Nuorena koettujen alaraajavammojen on todettu lisäävän nivelrikon, yli-
painon ja alentuneen elämänlaadun riskiä. Tämän tutkimuksen tavoitteena oli etsiä uusia
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prediktoreita polvi- ja nilkkavammariskille UKK-instituutin keräämästä liikuntavammatut-
kimusaineistosta. Aineistosta löydettiin teorian pohjalta tunnetut riskitekijät sekä alustavia
indikaatioita uusista prediktoreista. Uusien prediktorien löytäminen ja vahvempien mallien
opettaminen edellyttänee lisämuuttujien mukaanottamista.

6. Ojala, T., Wirta, E-V., Äyrämö, S., Kuopio, T., & Pölönen, I., Cell counting with gra-
dient boosted convolutional neural networks. Histopatologisten kuvien tulkinta vaa-
tii paljon resursseja. Tässä tutkimuksessa selvitettiin syvien konvolutiivisten neuroverkkojen
soveltuvuutta syöpäsolujen lukumäärän laskemiseen suolistokuvista. Testiaineistossa oli kes-
kimäärin 122 syöpäsolua ja parhaan mallin absoluuttinen keskivirhe oli 16,2.

7. Rautiainen, I., Joensuu, L., Tammelin, T., Kujala, U., & Äyrämö, S., Finding predictors
of aerobic fitness level change in children and adolescents using machine lear-
ning. Nuorten liikunta-aktiivisuus putoaa iän myötä. Tämän tutkimuksen tavoitteena oli
selvittää koneoppimisen potentiaalia kestävyyskunnon ennustamisessa ja prediktorien valin-
nassa. Kestävyyskunnon ennustamista testattiin useilla menetelmillä, mutta valittujen muut-
tujien ennustusvoima oli vain välttävä. Uusia systemaattisia prediktoreita ei onnistuttu tun-
nistamaan. Lineaaristen mallien ennustusvoima todettiin riittäväksi nykyisessä aineistossa
eivätkä kompleksisemmat mallit parantaneet tuloksia.

8. Rautiainen, I. & Äyrämö, S., Predicting overweight and obesity in later life from
childhood data: A survey. Lasten ylipainon lisääntyminen on vakava kansanterveysris-
ki, joka kuormittaa myös kansantaloutta. Tässä raportissa kartoitettiin mitä koneoppimisen
menetelmiä on sovellettu lasten ylipainon ennustamiseen. Tuloksia voidaan hyödyntää kehi-
tettäessä uusia kotimaisiin kasvukäyräaineistoihin perustuvia tekoälymenetelmiä ylipainon
varhaiseen ennustamiseen.

9. Saarela, M., Ryynänen, O-P, & Äyrämö, S., Predicting hospital associated disability
using supervised learning. Tässä tutkimuksessa vertailtiin koneoppimispohjaisia menetel-
miä akuutisti sairastuneiden vanhusten hoitovasteen ennustamiseen. Useita malleja tutkien
nykyisen aineiston ennustusvoimaisimmaksi prediktoreiksi havaittiin itsenäistä selviytymistä
kuvaava muuttuja. Aineisto todettiin vielä riittämättömäksi ennustemallien luomiseen ja
myös lisämuuttujia täytyy vielä kerätä.

4 Pohdinta

Projektin aikana saatiin mallien osalta testattua loppuun asti kahdeksan testitapausta. Testeissä
saavutetiin kohtuullisia koneopppimistuloksia testitapausten luokittelu- ja ennustustehtävien osal-
ta vaikka aineistot ovat vielä varsin yleisesti liian pieniä tarkkojen ja yleistymiskykyisten mallien
opettamiseen. Joissakin tapauksissa pohdittiin myös, olivatko käytetyt prediktorikandidaatit re-
levantteja ennustustehtävien kannalta. Mallien yleistymiskyky voidaan varmistaa tehokkaimmin
suurella relevantilla aineistolla ja yksinkertaisimmalla datan sisältämän informaation kuvaavalla
ratkaisulla.

Usein asiantuntijaorganisaatioiden keräämiä aineistoja on tutkittu teoriatietoon perustuvien
hypoteesien ja selittävän tilastotieteen keinoin. Tämän projektin tutkimuksissa aineistojen hyö-
dyntämistä on lähestytty ohjatun koneoppimisen kautta, mikä mahdollistaa sekä uuden tiedon
tuottamisen datan sisältämistä monimutkaisista riippuvuuksista syöte- ja vastemuuttujien välillä
että automaattiseen päättelyyn kykenevien tekoälysovellusten kehittämisen. Tekoälyn taustalla ole-
vat algoritmit oppivat ennustusmalleja, tunnistavat prediktoreita ja pystyvät etsimään aineistoista
jopa niin monimutkaisia datapohjaisia hypoteeseja, että niiden muodostaminen voi olla mahdoton-
ta ihmiselle (Shmueli et al., 2010). Koneoppimismenetelmien täyden potentiaalin hyödyntämiseksi
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tekoälyratkaisujen kehittämisessä onkin aineistojen valinnassa tärkeää pyrkiä välttämään rajoittu-
mista liian vahvoihin aiempaan tietämykseen perustuviin oletuksiin. Tuloksia tulkittaessa yhdessä
asiantuntijoiden kanssa päädyttiinkin usein siihen, että jatkossa menetelmien opettamiseen tarvit-
tavaa dataa pyritään valitsemaan entistä laajemmin ja olettamuksia välttäen.

Tekoäly- ja koneoppimisalgoritmit/-menetelmät ovat kattavasti yritysten ja tutkijoiden saa-
tavilla avoimien kirjastojen kautta, jolloin voidaan helposti räätälöidä sovelluskohtaisia ratkaisu-
ja. Tekoälymenetelmien räätälöiminen esitettyihin ongelmiin ja mallin opettaminen kohtuullisessa
ajassa ovat harvoin kynnyskysymyksiä käytännön kehityshaasteiden liittyessä enemminkin datan
määrään ja laatuun. Epätäydellinen data, eli datassa on puuttuvia arvoja, on edelleen haaste joi-
denkin koneoppimistyökalujen kohdalla.

Nykyään kynnys puhua big datasta on varsin matala. Nykyiset terveysdatalähteet ovat vielä
varsin pirstaleisia, sillä ne ovat usein yritysten ja organisaatioiden keräämiä yksittäisiä otoksia.
Etenkin julkisella puolella olisi tärkeää pyrkiä keskitettyyn ja koordinoituun datan keräämiseen.
Mitä pienempiin kohderyhmiin mennään sitä tärkeämpää on datan keskitetty yhdistäminen. Muu-
toin datan riittävyys tulee rajoittamaan tekoälymallien opettamista ja käyttöä tulevaisuudessakin.
Tämä pätee etenkin trendiksi nousseiden syvien neuroverkkojen opettamiseen. Suomessa on tek-
nologisen ja terveysalan osaamisen sekä Omakannan Omatietovarannon kaltaisten ympäristöjen
kehittymisen myötä erinomaiset edellytykset tuottaa älykkäitä dataa hyödyntäviä sovelluksia.
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Abstract — The present research is devoted to a running gait data analysis, partic-
ularly to the prediction of ground reaction force impact peak appearance. Protruding
impact peak is one of the features of ground reaction force that related to an injury
risk while running. This is first of a kind research, thus it is demanding and inter-
esting at the same time. The results of this type of running gait analysis can be
utilized in health care, sport, and also police and army to prevent injuries. The deep
learning techniques were applied, namely convolutional neural networks of different
configurations were tested.

1 Introduction

Every second runner suffers from injuries on yearly basis [Van Mechelen (1992), Taunton et al.
(2002), Ristolainen et al. (2010)]. Because recreational running has obvious health benefits, it is
important to avoid negative effects, such as injuries. Running gait analysis belongs to biomed-
ical tasks and may have a variety of applications: sport, health care, rehabilitation, etc. In
the present research the evaluation of injury risk was studied with data analysis methods. The
prediction of ground reaction force (GRF) signals features based on kinematics data recorded
by Vicon motion capture system (Oxford Metrics Group, UK) was performed. The GRF sig-
nal has three interesting features: maximum value, impact peak, and loading rate (Fig. 1).

Figure 1: Features of GRF signal.

Protruding impact peak is often related to heel striking,
which gained a lot of interest in research on running re-
lated sport injuries [Kulmala et al. (2013), Knorz et al.
(2017)].

The motivation for the research is the fact that GRF
is measured by force plates. That circumstance cause an
inconvenience of conducting the measurements of GRF.
First is that the force plates are expensive. Also, exper-
iments with force plates require a solid platform, where
force plates can be mounted into the floor, whereas ex-
periments with only motion capture system can be con-
ducted without binding to any specific place.

The results of the research can be used in health care,
sport, and also police, and army in order to prevent injuries while running.

∗Correspondence: anastasiia.v.girka@student.jyu.fi, University of Jyvaskyla, Faculty of Information Technol-
ogy, P.O.Box 35, FI-40014 University of Jyvaskyla, Finland
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2 Objectives and related work

The ultimate goal of our research is to predict a full GRF curve from the force plate using the
raw kinematic data as predictors. The goal of the present research was to perform a binary
classification of gait pattern, in which impact peak may appear or may not. The demand was to
use raw temporal signals.

There are not many publications devoted to this or similar topic. The closest one, which
gave an impulse for the present research, is a research that was made with the same data, but
manual feature extraction was performed and MLP as a model was applied [Niemelä et al. (2017)],
maximum GRF value was predicted. There is a research that deals with walking gait, not running
[Hannink et al. (2017)]. They had 5 output values to predict with deep learning: stride length,
stride width, foot angle, heel contact time, toe contact time. Moreover, they had different kind of
data: that were collected with a sensor platform Shimmer 2R [Burns et al. (2010)], which consits
of 3D-accelerometer and 3D-gyroscope attached below ankle joints on a shoes. Also, there is a
publication that reported about a novel deep learning frame work for multivariate time series
classification [Zheng et al. (2016)], but the framework was created for heart rate data. Another
research deals with electroencephalogram data applying recurrent-convolutional neural network
[Bashivan et al. (2015)]. Finally, there is a research devoted to human activity recognition with
deep convolutional neural network [Yang et al. (2015)], in which multichannel time series are
considered.

Thereby, there is not much research done in this area and not many publications that can
serve as a basement for the present research. From the other point of view, this is an evidence of
uniqueness of the present research.

3 Collection and preparation of data

The kinematic data were collected by Vicon motion capture system (Oxford Metrics Group, UK)
from the sensors that were located on lower limbs of running people. The data collected by
that system are stored in biomechanical data standard format called C3D. There were 16 sen-
sors (markers) located on lower body and 36 virtual markers deduced from the real markers.

Figure 2: Segmentation of initial signal stride by stride
based on COM signal.

Each marker collected data in 3 di-
mensions. The motion capture sys-
tem has a frequency of 300 Hz. The
measurements were conducted in the
laboratory, where 5 force plates were
mounted into the floor. 135 persons
participated in the measurements;
each person has made from 1 to 24
trials; the data set contains 1196 files
all together. Thereby, the collected
data are multivariable time series.

Since it is a data analysis task,
it requires data preparation stage as
usual. The data preparation implies
data cleaning, labeling, normaliza-
tion, and zero-padding. Signals were
chopped on strides, taking into ac-
count center-of-mass (COM), so the
stride in this research is defined as a
phase between two maximum points
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of the COM position (Fig. 2). The COM was represented by a averaging of four signals from the
sensors located on pelvis: two located over the left and the right anterior superior iliac spine and
two located over the left and the right posterior superior iliac spine. The labeling was performed
by seeking of the impact peak with derivative [Fig. 1]. Normalization was done in a traditional
way by subtracting mean and dividing by standard deviation. Zero-padding is usually done for
two reasons: first, to feed the neural net with samples of equal length, second, do not lose data
on the edges, when performing convolution. Strides have different lengths from trial to trial, the
shortest stride has length of 44 data points and the longest one is 131, the most frequent length
of the stride is 106 data points. Zero-padding was performed in that way when zeros was added
on the both sides of the signal sample. In order to define a size of the padding, the longest stride
was found (namely, it was 131), then 60% (by analogy with [Hannink et al. (2017)]) of its length
was taken (79), and finally the length of the input samples was defined as 289 data points (79 +
131 + 79) [Fig. 3]. Thus, after zero-padding all the strides had equal length of 289 on account
of added zero values. The relative duration of contact phase was unchanged. Beside that small
zero-padding was tested. It was defined in a similar way, but the added value was taken as 10 data
points: 10 + 131 + 10 = 151, thus all the strides had length of 151 data points after zero-padding.

Figure 3: One stride signals example. On the figure signals corresponded only to the left leg are
presented. Data after normalization and zero-padding. The length of the stride after zero-padding
is 289 data points.

4 Methods

A convolutional neural network (CNN) a central technique of deep learning was chosen as a model
for prediction, because it includes two parts: one is a feature extractor, which learns features from
raw data automatically; the other is a trainable fully-connected MLP, which performs classification
based on the learned features from the previous part. Another reason to use a CNN is that this
approach is applied for those cases when an order of data points is important like for example in
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image recognition.
In the present research two series of experiment were performed: taking signals from 16 markers

(real and virtual) as inputs and from 8 markers. The markers were selected empirically. 16 markers
are the following: RASI, LASI, RPSI, and LPSI are markers located on pelvis, RHEE and LHEE
are markers located on heels, RANK and LANK are markers located on ankles, RTOE and LTOE
are markers located close to toes, and virtual markers RFEP, LFEP, RFEO, LFEO, RTIO, LTIO
that represent centers of hip, knee, and ankle joints correspondingly. 8 markers are markers located
on one side of the body (on one leg), i.e. on the side where the leg contacts with ground. Also, for
simplicity only one dimension was taken into account, namely in sagittal plane. The data set at
our disposal consisted of 4098 samples (strides). There are also files, that contain GRF data either
only for left side (15 C3D files among 1196 files) or right side (11 C3D files among 1196 files).
However, there were only 967 samples without an impact peak. This made data imbalanced and it
caused that problem, when model predicts only the most populated class, thus a decision of taking
only some part of samples that have an impact peak was done. Every third sample among the
samples with impact peak was taken, but not taking into account the samples that were produced
from the files with either only left side GRF data or right side because it was easier algorithmically.
Thereby, the data set used for the experiments consisted of 2026 strides: 967 with impact peak
and 1059 without it.

Figure 4: The configuration of the neural network that take 16 inputs. Particularly this configu-
ration has shown the best results for 16 inputs.

The neural network (NN) was built and trained with Python as a programming language and
Keras library for deep learning with Theano framework as a backend. The example configuration
of NN includes tree times of convolutional (kernel = 6, stride = 2, kernel initializer = he uniform)
and maxpooling (pool = 2, stride = 2) layers combination that performs feature learning and
fully connected layer with ReLU activation function, which includes 5 layers with 6, 10, 14, 12, 8
neurons in each correspondingly (Fig. 4). The output neuron has a sigmoid function as activation
function, then a threshold of 0.5 is applied to output value in order to distinguish two classes.
The loss function used is binary cross-entropy; the optimizer is RMSProp optimizer. The 10-fold
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cross-validation were applied. Data were split into training and testing data sets (80% and 20%
correspondingly).

5 Results

Different configurations of the neural network were tested (some of them are presented in Table
1). Moreover, three different approaches were tested: 1) 16 inputs (data from both sides of the
body) and the stride length of 289 data points; 2) 8 inputs (data from one particular side of the
body) and the stride length of 289 dta points; 3) 8 inputs (data from one particular side of the
body) and the stride length of 151 data points. The best configuration for 16 inputs is described
in a section 4 Methods and is shown on Fig. 4; this configuration gives mean accuracy of 75.61%
± 4.31% over 10 folds of cross-validation. The accuracy here means how often the classifier is
correct, i.e. acc = TP+TN

total , where TP stands for true positive predictions, TN stands for true
negative predictions, and total is total number of samples classified. The NN that takes only 8
inputs (length of 289) showed somewhat better results. Particularly, the configuration 7 (see Table
1) gives the accuracy of 77.64% ± 3.32%. The data prepared with small zero-padding (length of
151, 8 inputs) did not show any improvement in accuracy, the best configuration for this series of
experiment was 68.55% ± 4.35% (configuration 6, Table 1). However, these results are only slightly
different from each other. In order to obtain better results some radically different approach is
needed.

Table 1: The results of the experiments conducted with differents
extractions from the same data set and different NN configurations.
Accuracy is the mean accuracy among 10 models that were created
with 10-fold cross-validation.

# Configuration of NN
Accuracy

16 inputs
(289)

8 inputs
(289)

8 inputs
(151)

1

Convolution: kernel = 6, strides = 2
+ MaxPooling: pool = 4, strides = 1 x3;
Fully-connected layer(s): 8 neurons,
activation = ’relu’;
25 epochs

72.37%
± 3.91%

76.64%
± 4.40%

64.80%
± 6.00%

2

Convolution: kernel = 3, strides = 1
+ MaxPooling: pool = 4, strides = 1 x3;
Fully-connected layer(s): 8, 8 neurons,
activation = ’relu’;
25 epochs

70.18%
± 5.46%

76.21%
± 4.68%

62.44%
± 6.72%

3

Convolution: kernel = 3, strides = 1
+ MaxPooling: poole = 3, strides = 1 x3;
Fully-connected layer(s): 8, 8, 8 neurons,
activation = ’relu’;
25 epochs

71.47%
± 7.01%

75.57%
± 8.13%

62.15%
± 5.07%

4

Convolution: kernel = 3, strides = 1
+ AveragePooling: pool = 3, strides = 1 x3;
Fully-connected layer(s): 8, 8, 8 neurons,
activation = ’relu’;
25 epochs

72.71%
± 7.61%

70.77%
± 9.70%

58.59%
± 6.55%
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Continuation of Table 1

5

Convolution: kernel = 3, strides = 1
+ MaxPooling: pool = 3, strides = 1 x3;
Fully-connected layer(s): 10 neurons,
activation = ’relu’;
16 epochs

68.76%
± 6.63%

75.91%
± 4.62%

62.62%
± 7.52%

6

Convolution: kernel = 3, strides = 1
+ MaxPooling: pool = 3, strides = 1 x6;
Fully-connected layer(s): 10, 8, 8 neurons,
activation = ’relu’;
25 epochs

68.76%
± 4.68%

72.55%
± 8.21%

68.55%
± 4.35%

7

Convolution: kernel = 3, strides = 1
+ MaxPooling: pool = 3, strides = 1 x3;
Fully-connected layer(s): 16, 16, 16 neurons,
activation = ’relu’;
25 epochs

72.51%
± 4.70%

77.64%
± 3.32%

65.78%
± 6.63%

8

Convolution: kernel = 3, strides = 1
+ MaxPooling: pool = 5, strides = 2 x3;
Fully-connected layer(s): 12, 10, 8 neurons,
activation = ’relu’;
25 epochs

67.23%
± 7.02%

74.73%
± 4.56%

62.63%
± 6.10%

9

Convolution: kernel = 3, strides = 1
+ MaxPooling: pool = 5, strides = 2 x4;
Fully-connected layer(s): 6, 10, 14, 8 neurons,
activation = ’relu’;
35 epochs

68.76%
± 4.89%

74.77%
± 2.76%

64.37%
± 5.14%

10

Convolution: kernel = 3, strides = 1
+ MaxPooling: pool = 5, strides = 2 x1;
Fully-connected layer(s): 6, 6, 6 neurons,
activation = ’relu’;
20 epochs

67.72%
± 3.61%

67.95%
± 10.10%

52.71%
± 1.32%

6 Conclusion and further work

The designing of neural network is an empirical task. In the case of the present research no similar
case exist to refer. This makes the results of the research unpredictable. However, in the case of
success it will be the first result of this kind. The preliminary results give the hope of feasibility of
the task. Different configurations of the neural network and different inputs gave the results that
do not differ much. Thereby, a radically new approaches need to be tried.

Another circumstances that makes the task challenging is distinguishing of two classes. Often,
it is difficult to say by eye, is there an impact peak or not, or sometimes human would see an
impact peak, but the algorithm would not. Thus, maybe it would be better to have not two labels
0 and 1, but differentiate it on, let’s say, 10 classes based on how explicit is an impact peak. This
approach may improve the accuracy of prediction, but it is not straight forward task to label the
data with more than two classes.
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Abstract — A large variety of different features are needed to succeed in soccer and
therefore talent identification is a very complex process. In this study, unsupervised
anomaly detection was used to get new insight into talent identification. The aim was
to build an automatic ”talent detector” from a longitudinal player data set to detect
those Finnish players that have signed a contract with an soccer academy abroad.
One-class support vector machine (one-class SVM) was able to detect these players
with perfect sensitivity. A portion of other players were also detected as ”talented”
(AUC = 0.77). This may indicate that they also have potential to succeed abroad.
On the other hand, the number of used variables was small due to high number of
missing values, and it is likely that the specificity of the model can be improved once
more data is obtained.

1 Introduction

Identifying talented athletes at early ages, especially in team games, is a very complex process
(Reilly et al., 2000). In soccer, for example, a great variety of different skills are needed (Reilly
et al., 2000), with psychological skills and characteristics also in an important role (Macnamara
and Collins, 2011). Therefore, the measurements and data collected from players should be multi-
dimensional with versatile variables. This data, in turn, requires more effective methods, and data
mining, including predictive modeling, has become very popular and important tool in analysing
elite sports data (Ofoghi et al., 2013). Data mining is ”the analysis of (often large) observational
data sets to find unsuspected relationships and to summarize the data in novel ways that are both
understandable and useful to the data owner” (Hand et al., 2001). Some of the commonly used
data mining methods with examples from elite sports are introduced in (Ofoghi et al., 2013) (see
Table 1 therein). The topic is also very timely and active across many different sports (Brefeld
and Zimmermann, 2017). Here we use predictive modeling in order to discover new information
from a longitudinal soccer player data set. More specific, eight Finnish players that have managed
to sign a contract abroad were of special interest. The aim was to find out if anomaly detection
methods could be used for talent identification, i.e., identifying the players abroad as ”talented”.

2 Materials and methods

2.1 Data

The data set includes different physical tests and questionnaires completed by a total of 4991 soccer
players between the years 2011 and 2017. Each player has participated test events together with

∗Correspondence: susanne.m.jauhiainen@student.jyu.fi, University of Jyvaskyla, Faculty of Information Tech-
nology, P.O. Box 35, FI-40014 University of Jyvaskyla, Finland
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their team, twice a year. The events are organized by the training and research centre for Finnish
football. Altogether there are 22593 observations with 426 variables. The players are aged from 8
to 18 years (mean 12.41, std 1.53), 3721 are boys and 1270 girls. Most of the participating teams
are Finnish, but 293 players come from Sweden, Denmark, England, and the Netherlands.

Figure 1: The percentage of available observations for each variable, for boys.

About 85% of the data consisted of missing values and about 92% of the variables had too
few observations to be included into the analysis (see Figure 1). In addition, eight of the Finnish
players have signed a contract to train in a soccer academy abroad.

2.2 Data preprocessing

First the data from Finnish players was chosen for further analysis. Only the variables that had
at least 50% of available data were chosen for further processing, resulting into data with only
32 variables. The remaining variables included 14 physical test variables but no questionnaire
answers. Finally 16 variables were selected and these are listed in Table 1.

Table 1: Selected variables. Mean from the Finnish 14-year-old boys.
Variable Mean (std)
5 jump (m) 10.87 (0.87)
Agility (sec) 7.04 (0.27)
Passing (sec) 37.17 (6.01)
Countermovement jump (cm) 29.67 (4.70)
Dribbling (sec) 25.90 (3.0)
Yo-Yo endurance (m) 2244.05 (322.60)
Driving and shooting (sec) 15.01 (4.18)
Gymnastics (points) 12.46 (1.86)
Juggling (sec) 24.65 (7.70)
Speed 5 meters (sec) 1.03 (0.06)
Speed 10 meters (sec) 1.81 (0.09)
Speed 20 meters (sec) 3.20 (0.17)
Speed 30 meters (sec) 4.52 (0.25)
Height (cm) 167.55 (8.90)
Weight (kg) 55.23 (9.37)
Variable Median
Mobility (category) 3
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From this data, a group of 14-year-old boys were chosen (n=1530). This selection was done
based on the data from players with contract abroad — it included only boys and all of them
performed a test at age of 14. Data was normalized to follow the standard normal distribution.
One of the players with contract abroad had a lot of missing values and was therefore dropped out
of the analysis.

2.3 Anomaly detection

Support vector machines based techniques are commonly used in unsupervised anomaly detection
(Ding et al., 2014). Here we use one-class SVM with 10-fold cross validation. Based on the training
data, it learns a region and then determines for each test instance separately, whether it belongs
to the region (Chandola et al., 2009). If it does, it is labeled as normal, otherwise it is declared as
anomalous. The primal problem of one-class SVM is (Chang and Lin, 2011):

min
w,ξ,p

1

2
wTw − p+

1

vn

n∑

i=1

ξi s.t.

{
wTΦ(xi) ≥ p− ξi

ξi ≥ 0,
(1)

where Φ is a feature map that maps data point xi into higher-dimension, w is a weight vector
and p an offset parameterizing the region. ξs are slack variables, n is the amount of data, and v
is an upper bound on the fraction of training errors. More detailed explanation can be found in
(Schölkopf et al., 2001).

Before anomaly detection, k-nearest neighbor imputation and PCA was done. One-class SVM
from Python’s sklearn library was tested with different values of γ and v parameters. Default
kernel rbf (see Function (2)) has been found to work best with one-class SVM (Bounsiar and
Madden, 2014) and was chosen here as well.

K(xi,xj) = e−γ||xi−xj ||2 , (2)

where γ is the kernel coefficient. The tested values for v were 0.05 (approximately the amount
of players abroad in test data), 0.2, and 0.4. Tested γ values were 0.1, 0.2, 0.3, and 0.4. Mean
area under the ROC-curve (AUC), sensitivity, and specificity were calculated for the folds for all
parameter combinations separately.

3 Results and discussion

For the best model (v = 0.05, γ = 0.3), chosen based on the sensitivity and mean AUC, the one-
class SVM method had a sensitivity of 1 for all the folds, meaning that the players abroad were
always recognized as ”talented”. The mean AUC across the folds was 0.77. ROC-curves for all ten
folds can be seen in Figure 2. About 37% of the ”normal” players were labeled as anomalies as
well. This might indicate that those players are talented and also could have potential to succeed
abroad. AUC values for different models are presented in Table 2. In general, the higher the
v value is, the more observations are labeled as anomalies, so specificity decreases. The kernel
coefficient γ defines how far the influence of a single training example reaches. So here, if it is too
small, anomalies are not found that well, but too big of a γ also decreases the specificity.

The data in general is very heterogeneous with measurements ranging from physical to mental.
However, due to the amount of missing data only a few variables could be used in this study.
Based on the data that we were able to use, anomaly detection showed very promising results. In
the future, the same approach should be applied to more complete data. It is very likely that the
specificity of the model can be improved with more variables.
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Figure 2: Receiver operating characteristic curves for the best model

Table 2: AUC, sensitivity, and specificity for different models. Mean over ten folds.

v 0.05 0.05 0.05 0.2 0.2 0.2 0.4 0.4 0.4

γ 0.1 0.3 0.4 0.1 0.3 0.4 0.1 0.3 0.4

AUC 0.77 0.77 0.75 0.78 0.77 0.75 0.76 0.76 0.75

Sensitivity 0.157 1 1 0.628 1 1 0.857 1 1

Specificity 0.87 0.629 0.511 0.766 0.625 0.511 0.588 0.536 0.481

References

Bounsiar, A., Madden, M. G., 2014. Kernels for one-class support vector machines. In: Information
Science and Applications (ICISA), 2014 International Conference on. IEEE, pp. 1–4.

Brefeld, U., Zimmermann, A., 2017. Guest editorial: Special issue on sports analytics. Data Mining
and Knowledge Discovery, 1–3.

Chandola, V., Banerjee, A., Kumar, V., 2009. Anomaly detection: A survey. ACM computing
surveys (CSUR) 41 (3), 15.

Chang, C.-C., Lin, C.-J., 2011. Libsvm: a library for support vector machines. ACM transactions
on intelligent systems and technology (TIST) 2 (3), 27.

Ding, X., Li, Y., Belatreche, A., Maguire, L. P., 2014. An experimental evaluation of novelty
detection methods. Neurocomputing 135, 313–327.

Hand, D. J., Mannila, H., Smyth, P., 2001. Principles of data mining. MIT press.

Macnamara, Á., Collins, D., 2011. Development and initial validation of the psychological charac-
teristics of developing excellence questionnaire. Journal of sports sciences 29 (12), 1273–1286.

23



Ofoghi, B., Zeleznikow, J., MacMahon, C., Raab, M., 2013. Data mining in elite sports: a review
and a framework. Measurement in Physical Education and Exercise Science 17 (3), 171–186.

Reilly, T., Williams, A. M., Nevill, A., Franks, A., 2000. A multidisciplinary approach to talent
identification in soccer. Journal of sports sciences 18 (9), 695–702.

Schölkopf, B., Platt, J. C., Shawe-Taylor, J., Smola, A. J., Williamson, R. C., 2001. Estimating
the support of a high-dimensional distribution. Neural computation 13 (7), 1443–1471.

24



Detecting pupils’ preferred learning styles and different types
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Abstract — Although the Finnish educational system has in the past achieved good results in
the terms of learning results, overall school satisfaction has been trailing in international com-
parison. In order to improve pupils’ motivation and to create positive learning experiences,
information about their preferred learning styles is important for teachers. Personalization
of school experience is a key need to improve pupils motivation. The aim of this study was
to detect pupils preferred learning styles and different types of personalities by unsupervised
machine learning. Three distinct groups of students (n = 224) was discovered: a group of
emotionally-motivated learners with positive attitude towards bodily learning style and work-
shop (n = 128), a group of students (n = 73) responding to the questionnaire quickly, and a
group with most negative attitude towards the workshop content (n = 22).

1 Introduction
The development of teaching methods that are using pupils‘ body (bodily learning, kinesthetic learning) are
linked to many of the prevailing challenges in the everyday life of young people. Firstly, recent studies1 have
raised concerns about the immobility of school-age young people (Kokko and Hämylä, 2015; Tammelin
et al., 2013). Secondly, in resent studies (Vettenranta et al., 2016), the attitudes of Finnish pupils to the
school have become more negative and the pupils’ motivation toward studying in decreasing. Traditional
teaching methods, where the student is passive observer, are still widely used. This does not necessarily
awaken the student’s interest in the subject that is taught or the teach the skills that he needs in the future
like being creativity, empathy, group work skills and technology utilization (Griffin and Care, 2014). There
are many different personalities in the classroom. Different pupils like different teaching methods more
than others. Personalization of school experience is a key need to improve pupils motivation (Williams and
Williams, 2011). Unsupervised machine learning could help teacher to detect different learners from each
class and to optimize teaching methods suitable for different classes. With help of artificial intelligence it
could be possible to deepen personalized learning experiences for people of all ages and stages. Here we
used unsupervised machine learning in order to discover new information from the inquiry, that was held
after the workshop, where pupils were experimenting with new ways of studying physics.

2 Robust clustering
Cluster analysis is an unsupervised method of machine learning (Bishop, 2006). Robust clustering is able to
produce meaningful patterns from contaminated and incomplete data sets (Äyrämö, 2006). In this study, the
purpose of cluster analysis was to produce novel unsuspected insights into the multivariate target data and
generate data-based hypotheses. More precisely, to detect clusters in which pupils express similar attitude
within clusters and dissimilar attitude between clusters towards exercise-based learning.

∗Correspondence: hannu.moilanen@jyu.fi, P.O.Box 35, FI-40014 University of Jyvaskyla, Jyvaskyla, Finland
1https://www.thl.fi/fi/web/lapset-nuoret-ja-perheet/tutkimustuloksia
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K-spatialmedians for incomplete data (nan-K-spatmed), is a robust clustering method for learning in-
ternal structures from high-dimensional data sets with potential outliers (Äyrämö, 2006). The method is
based on the K-means type of iterative relocation algorithm (MacQueen, 1967), available case strategy for
treating missing data values (Little and Rubin, 2014), and a robust multivariate location estimator known
as the spatial median (Huber, 1981).

Classical machine learning methods, such as the ordinary least-squares regression and K-means clus-
tering, are sensitive to noise and outlying, especially when the amount of training data is limited. The
sensitivity ensues from the least-square type of estimation of the training/fitting error. The spatial median is
the point that minimizes the sum of Euclidean distances to n data points. The use of non-squared Euclidean
norm provides a higher breakdown point (0.5) than classical estimators (0.0) (Huber, 1981). Due to the high
breakdown point at least 50 % of the data points must be shifted in order to cause infinite change on the
estimate (Lopuhaä and Rousseeuw, 1991). The spatial median is also location and orthogonal equivariant,
but not affine equivariant estimator of location.

Let us now consider a training data set D = {xi}n
i=1, where xi ∈ Rp. In order to follow the available

case strategy for missing data treatment, that is some of the values in xi are missing, the operations must
be projected to the available values, which can be performed by defining a diagonal matrix Pi for each data
point xi. Diagonal element (Pi) j=k = 0 if jth element of data vector xi is missing and otherwise (Pi) j=k = 1).
By applying the available case strategy and the spatial median for estimating the cluster centers, the score
function for the nan-K-spatmed clustering model is defined as:

J =
n

∑
i=1

K

∑
k=1

rik‖Pi(xi−mk)‖ (1)

where mk is the spatial median point of the kth cluster and rik is determined by:

rik =

{
1, if k = argmin

k
‖Pi(xi−mk)‖

0,otherwise
(2)

The score function (1) is minimized by applying the following K-means-like steps until the partition
does not change:

1. Assign each data points to its closest cluster ck.

2. Update the center mk for each C = {ck,k = 1, . . . ,K} by computing the spatial mean of the assigned
points.

Since the problem is non-convex, i.e., multiple local minima exist, multiple restarts must be taken or some
sort of initialization strategy applied, or otherwise the algorithm may converge to a suboptimal local mini-
mum solution (Pena et al., 1999; Arthur and Vassilvitskii, 2007; Äyrämö et al., 2007).

Each cluster center is obtained (the second step of the Algorithm 2) by finding the minimizing point for
the problem of the spatial median on incomplete data sample (data points assigned to the cluster):

min
u∈Rp

J (u), for J (u) =
n

∑
i=1
‖Pi(u−xi)‖. (3)

The problem (3) has a unique solution provided that the data points are not collinear (Milasevic and
Ducharme, 1987). Because there exist, however, no closed-formed solution to the problem (3), an iter-
ative successive over-relaxation variant of the Weiszfeld algorithm (SOR-Weiszfeld) can be applied (see
details in (Äyrämö, 2006)).
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Figure 1: Answer profiles to the question ”What are the most important things you learned in the work-
shop?”

3 Methods and analysis
The research material was collected with an electronic questionnaire in 2016-2017 in the elementary school
in a two hours ”Physics by dancing” workshop. In the workshop, pupils used a bodily learning style for
studying physics and the workshop was held outside of the classroom, on the stage of the local concert hall.
The questionnaire was answered by a total of 223 pupils, of whom 107 were boys and 116 girls. The training
data for machine learning consisted of 223 rows (pupils) and 56 columns (variables). Eighty percent of the
data values were equal to zero and 0.0016% missing. Hence, the training data set was extremely sparse.

Descriptive analysis of the data was accomplished by the robust clustering method described in Section
2. Prior to training the clustering models the data set was preprocessed by scaling binary 0/1-variables into
the range [1/4,3/4], discrete variables with values {1,2,3} into the range [1/6,5/6], and Likert-scale vari-
ables into the range [1/10,9/10]. The missing values were not preprocessed, because the chosen clustering
algorithm is able to operate on incomplete data. The preprocessed data was then input to the nan-K-spatmed
clustering method (Äyrämö, 2006). The number of clusters, K, was fixed to three. The maximum number
of clustering iterations was one hundred, but the algorithm never reached the limit before convergence.
The following parameters were used in the SOR-Weiszfeld algorithm: the stepsize 1.5, stopping tolerance
1e−5, and maximum iteration count 100.

All the computation was performed on MATLAB R2015b (MathWorks Inc.) environment. Custom-
made implementations of the nan-K-spatmed clustering and FurthestFirst initialization algorithms were
utilized (Äyrämö, 2006). The clustering models were visualized and interpreted using standard MATLAB
graphics functions.

4 Results
Three different profiles of respondents were recognized from the questionnaire data. Each cluster was
interpreted through visualizations and described qualitatively by paying attention to those variables that
differed most from the average behavior observed in the full data.

The largest cluster was C1 (n=128). When compared to the typical patterns observed in the full data,
the pupils in C1 answered more positively to the Likert-scaled questions except the question on ”Physical
exercise diverted the attention from phenomena of physics.” (Figure 4.). When compared to the two other

27



Figure 2: Answer profiles to the question ”Why do you think that sports workshops should be more?”

clusters, the pupils in C1 were also more keen to answer the questions. The most important lessons learned
for pupils in C1 were balance and center of gravity (Figure 1). They provided also more versatile points
of view to the question ”Why there should be more workshops in school?” (Figure 2). The most important
points included remembering, feeling, variation and benefits of exercise (Figure 2). The most memorable
things were own dancing, 10,000 euros, whirling, and center of gravity (Figure 3). These things are related
to the learning instants when the students’ own bodies were strongly involved in teaching (Figure 4).

C2 (n=73) was the second largest cluster. Their answers to the Likert-scale questions resemble to a
large degree the average profile of the whole data set as well as cluster C1, although ratings of C2 tend to be
lower than the other clusters (Figure 4). The most distinct feature is that the pupils in C2 left open questions
unanswered more often than the others (Figures 1,2, and 3).

C3 (n=22) sticks out most from the other clusters due to low scores in the five Likert-scale questions
(Figure 4). Typical rating to these five questions was 2/5 or 2/3 while the rest of the pupils answered
typically 3/3 and 4-5/5 to the same questions. When asked about the most important lessons the students’
learned in the workshop only friction emerged from the data (Figure 1). Moreover, when compared to the
full data statistics the pupils in C3 tend to answer frequently ”Nothing”, ”Don’t know”, or ”Something else”
and even half of the pupils left the question unanswered. When it was asked ”Why there should be more
exercise-based workshops in school” the half of the pupils did not answer and the rest of the answers divided
into four options: ”Benefits of exercise”, ”There should be more workshops”, ”I don’t know”, ”Something
else” (Figure 2). A small part of pupils find their own dancing as the most memorable moment of the
workshop, but most of the pupil answered ”something else” or did not answer at all (Figure 3). The cluster
can be considered as a small sample of deviating pupils whose answers are often reflect some sort of
uncertainty.

5 Discussion
Unsupervised machine learning can provide a new means of enhancing and individualizing teaching by
perceiving and grouping different types of personalities in a school class. In future the teacher could keep
a questionnaire for the students, for example, one week after the start of the new course. Pupils answers
and opinions about course and teaching methods could be easily analyzed by an application that uses unsu-
pervised machine learning. That would give a teacher important information about the group and help the
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Figure 3: Answer profiles to the question: ”What was your most memorable moment in the workshop?”

Figure 4: Answer profiles to the Likert-scale questions. Each cluster is represented by its spatial median.
The line with square markers represents the spatial median for all the pupils.”
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teacher to adjust his/her teaching methods according to the group needs to enhance motivation and learning.
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Vettenranta, J., Välijärvi, J., Ahonen, A., Hautamäki, J., Hiltunen, J., Leino, K., Vainikainen, P., 2016. Pisa
15 ensituloksia. huipulla pudotuksesta huolimatta.

Williams, K. C., Williams, C. C., 2011. Five key ingredients for improving student motivation. Research in
Higher Education Journal 12, 1.

30



Predicting school success from student’s wellbeing data

Moilanen Hannu∗, Jauhiainen Susanne, Äyrämö Sami, Lempinen Aleksander
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Abstract — Pupils’ learning capabilities are affected by their sleep, physical activ-
ity and recovery from stress. In this study we evaluated the potential of predictive
modeling for pupils’ wellbeing data. The aim is to predict school grades with First-
beat’s wellness measurement data set. The predictive power with Lasso regression
and Multi-layer Perceptron (MLP) was quite weak (correlation -0.14 and 0.34 re-
spectively). However, this was most probably the result of data properties — the
individual variation of the Firstbeat measurements has not been considered, which
makes the use of them a lot less informative. It is probable that the accuracy of
prediction will highly increase when the individual variety is considered and more
variables used.

1 Introduction

The new national core curriculum for basic education emphasises pupils’ prerequisites for taking
care of their mental and physical wellbeing as well as the willingness to maintain it (Perusopetuk-
sen opetussuunnitelman perusteet, 2014). Sleep, physical activity, and recovery from stress are
fundamental elements for wellbeing and learning. The positive effects of sleep and physical activ-
ity on childrens and adolescents school performance has been studied (Watson et al., 2017; Dewald
et al., 2010; Potkin and Bunney Jr, 2012). The effects of stress on learning are relatively unstud-
ied in adolescents. Stress has both positive and negative effects on learning; stress-hormones like
cortisol are good for learning and memory performance, but stress has also been associated with
impaired cognitive performance (Joëls et al., 2006). In this study we collected pupils’ wellbeing
data (e.g., stress, recovery, physical activity and sleeping time) and predicted school performance
from measured data. To measure pupils’ stress levels and recovery, we used Firstbeat Bodyguard2,
that is a heart rate sensor targeted for long-term monitoring of heart rate variability (HRV). HRV
is a non-invasive marker of autonomic nervous system (ANS) activity, and HRV-based methods
can be used to measure pupils’ stress and recovery (Firstbeat, Technologies, Ltd., 2014). This is
the first study in that uses HRV to predict pupils’ performance in school.

2 Materials and methods

2.1 Data

The data set includes school grades and Firstbeat sensor measurements from 198 students between
the ages of 13 and 17 (mean 14.63, std 1.42). The sensor measurements include physiological
variables such as maximum and minimum heart rate, heart rate variability, light and hard exercise
time, and stress and relaxation time from the measurement day. Altogether there are 49 variables
in the Firstbeat data and 119 variables in the grade data (i.e., grades from different courses). The

∗Correspondence: hannu.moilanen@norssi.jyu.fi, University of Jyvaskyla, Faculty of Information Technology,
P.O. Box 35, FI-40014 University of Jyvaskyla, Finland
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amount of measurement days varies a lot between the students, some having only worn the sensor
for two days, while some for ten days.

2.2 Data preprocessing

Some of the monitored variables, such as HRV, are very individual. Therefore, base values for
them should be measured under normal circumstances and all later measurements proportioned
according to those. As the data in this study only included measures from a few days, a change of
some variables (standard deviation of RR intervals, min resting heart rate, high frequency power,
low frequency high frequency power ratio) between Friday and Saturday was calculated and used.
With the change variables the individual difference does not need to be considered. Finally, the
data set consisted of 112 students, those that had measurements from both Friday and Saturday.
The grades were combined into a average grade for each student. In addition, the data was
normalized to follow the standard normal distribution.

2.3 Predictive modeling

For predicting the grades we used Lasso regression and Multi-layer Perceptron (MLP), both with
10-fold cross validation. LassoCV from Python’s sklearn library was used and correlation between
the predicted grades and real values was calculated. For MLP, MLPRegressor from sklearn was
tested with different parameter values. All available activation functions (’identity’, ’logistic’,
’tanh’, and ’relu’) were tested. Solver ’lbfgs’ (an optimizer in the family of quasi-Newton methods)
has been found to perform better for small data sets1 and was therefore used in this study. A model
with one hidden layer with 3,6, and 9 neurons and regularization terms 0.0001, 0.001, and 0.1 were
tested. Again, the correlation between the predicted grades and real values was calculated.

We also tried a simpler prediction task, where the students were ordered based on their grade
average and only the best and worst third were included. The task was to predict whether a
student belongs to the best or worst third.

In addition to prediction, Pearson correlations between the average grades and Firstbeat mea-
surement variables were calculated.

3 Results and discussion

The correlations between predicted grades and their real values were quite weak. For Lasso re-
gression the correlation was −0.14. In Figure 1 the scatter plot between the true and predicted
average grades can be seen. It demonstrates how most of the grades were predicted close to 8.5.

Table 1: Correlation between predicted and real grades for different MLP models.

neurons 3 3 3 6 6 6 9 9 9

regularization 0.0001 0.001 0.1 0.0001 0.001 0.1 0.0001 0.001 0.1

identity 0.051 0.046 0.211 0.058 0.061 0.211 0.067 0.059 0.211

logistic 0.154 0.243 0.090 0.157 0.151 0.088 0.123 0.127 0.184

tanh 0.148 0.190 0.339 0.140 0.140 0.218 0.012 0.018 0.122

relu 0.151 0.046 0.058 -0.033 -0.063 0.013 -0.134 -0.133 -0.054

1http://scikit-learn.org/stable/modules/generated/sklearn.neural_network.MLPRegressor.html#

sklearn.neural_network.MLPRegressor
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For the tested MLP models, the correlations between the predicted and real average grades can
be seen in Table 1. The highest correlation was 0.339 with 3 neurons, regularization term 0.1 and
the hyperbolic tan function (f(x) = tanh(x)) as activation. The scatter plot for real and predicted
grades can be seen in Figure 2.

Figure 1: The true and predicted average grades with Lasso

Figure 2: The true and predicted average grades with MLP.
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In the simple task, where the aim of prediction was to decide whether a students belongs to
the best or worst third, MLP classified about 46% to the wrong class.

When calculating the correlations between the variables, a significant correlation (−0.267, p <
0.01) was found between carbohydrate energy expenditure (EECH) and the grade average. How-
ever, this may just be a coincidence as there were 49 correlations calculated and therefore the
p-value should be corrected accordingly.

The weak correlations in prediction are most probably related to the data properties and not the
predictive power of Firstbeats wellbeing measurements. In further studies, a longer measurement
period could provide more accurate information. Then, a more reliable picture of exercise habits,
recovery and their individual impact would be obtained. In this study, randomized factors seem
to affect the measurements during the three-day measurement period. At the individual level,
measurements could be made several times, for example, during the exam week, in order to follow
the development of wellbeing factors over the long term.
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sleep quality, sleep duration and sleepiness on school performance in children and adolescents:
a meta-analytic review. Sleep medicine reviews 14 (3), 179–189.

Firstbeat, Technologies, Ltd., 2014. Stress and Recovery Analysis Method Based on 24-hour
Heart Rate Variability. https://www.firstbeat.com/en/science-and-physiology/white-papers-
and-publications/, online; accessed 20 October 2017.
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Abstract — Lower extremity injuries sustained in competitive or recreational sport activities
may have serious long-term consequences for young people. Injured adolescences are, for
instance, at significantly higher risks of developing osteoarthitis and being obese in their later
life, that also cause economical burden on the national health care system. Therefore, more
individual preventive actions are needed. In this study, preliminary tests on the predictive power
of biomechanical 3D measurements and physiotherapeutical tests for knee and ankle injury risk
among various team sports players were performed. Lasso regression was applied repeatedly
to the subsets of the data. A set of relevant predictors were identified by simple randomization
tests. The obtained results suggest that the identified predictors do not have enough predictive
power yet. Therefore, more data and more complex models able to learn interactions and non-
linear dependencies are probably needed.

1 Introduction
Sports-related lower extremity injury sustained at adolescence may have adverse and irreversible effects on
the quality of athletes’ life. Injured athletes are subsequently at a higher risk of developing osteoarthritis, a
decline of the quality of life, and suffering from obesity (Roos, 2005; Whittaker et al., 2015; Toomey et al.,
2017). Such consequences burden public economy, since it has been estimated that the annual costs of
for example osteoarthritis are nearly one billion euros in Finland (Heliövaara et al., 2008). It is, therefore,
important to minimize adverse effects due to the other obvious health benefits of sports and recreations. Pre-
cision medicine aims at more individual treatment and prevention strategies. Biomechanical measurement
tools and systems provide a means of collecting large and versatile data from individuals. Biomechanical
3D-motion capture data, for instance, can be used for detecting sub-profiles from biomechanical loading
patterns in walking (Kulmala et al., 2013). These kind of models enable learning about individual variabil-
ity in risk factors and preventive actions can then be designed more precisely according to patient-specific
needs. In this study, predictive modeling techniques are applied to detecting relevant predictors for knee and
ankle injuries. Predictive modeling is a subclass of machine learning and artificial intelligence. Contrary to
classical hypothesis testing, dependencies between predictor and response variables are not explained, but
instead validated in terms of predictive power (Breiman et al., 2001). Due to the sparsity of the training data
Lasso regression was chosen as the first method for this preliminary study (Tibshirani, 1996). This study is
a part of the UKK Institute’s PROFITS study aimed to investigate predictors of lower extremity injuries in
team sports.
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2 Materials and methods

2.1 Data
The data consist of measurements from a total of 514 Finnish basketball, floorball, ice hockey and volleyball
players. The measurements were made once in a year between years 2011 and 2014 and each player
attended to the tests once, twice or thrice. Not all the measurements were made every time to a player.
In addition to background information (age, sport, team, leaque level, starting age) and anthropometric
measures (weight, height, body mass index (BMI)), measurements were also collected from a vertical drop
jump task by a 3D motion capture system (Vicon Nexus v1.7; Oxford Metrics, Oxford, UK) and a set of
joint mobility and strength tests made by an experienced physiotherapist. The subjects performed three
trials in the drop jump tests. Previous acute knee and ankle injuries were also questioned at each test
session. The target data set consists of altogether 94 variables and 1017 observations. 294 of the players
were female and 214 male. The age range is 12 to 38 years with average age 16.80 years (std 3.31) and
median age 16 years.

2.2 Data preprocessing
In order to perform a prospective study only those injured subjects of whom pre-injury measurements were
available were included into the data. All the players who didn’t participate either the 3D motion analysis
tests or the mobility/strength tests were excluded from the data. Ankle and knee injuries were studied
separately. Because volleyball players did not sustain any knee injuries during the period of data collection,
all of them were excluded from the knee injury data. Similarly, none of the ice hockey and volleyball
players sustained an ankle injury so they were removed from the ankle injury data. After the preprocessing
the knee injury data consisted of 120 healthy and ten injured players and the ankle injury data 40 healthy
and 21 injured players. Average of the three drop jump trials were calculated for 3D motion analysis
measurements. Non-numerical data were excluded from the study. The preprocessing resulted in a total of
49 variables. Few missing values were imputed by the k-nearest neighbour imputation method (K = 5).

2.3 Lasso regression
To examine linear dependencies between injury susceptibility and the measured variables logistic lasso
regression was applied (lassoglm function of Matlab v9.1; MathWorks, Natick, Massachusetts, USA). A
balanced sub-sample (i.e. ten for knee and 21 for ankle injury) of healthy players were randomly picked for
training the predictive models for knee and ankle injuries. For each model, relevant predictors were selected
by 10-fold cross-validation strategy. The best model was the one for which regularization parameter lambda
has its largest value so that the deviance is within one standard error of the minimum error. This was
repeated one thousand times for both knee and ankle models. The number of occurrences for each predictor
candidates in repeated Lasso models were added up. We repeated the same analyses for the randomly
permuted dependent variables, in other words, the values of the response variables were randomized each
time after choosing the random sub-sample of healthy players. For being a relevant predictor, a variable
should be chosen more often by lasso models trained on the real data than randomized data.

In order to find out possible effects of side-to-side differences between limbs, the above explained
procedure was performed also for a data set consisting of predictor candidates representing side-to-side
differences. For angular variables absolute differences were calculated, since the original angle values
can be either positive or negative. For kinetic variables the difference divided by the mean of the values
was calculated to get the relative difference between limbs. In the case of metric variables, the value was
divided by the height of the player, given that the height affects the value, before calculating the side-to-
side difference. Even more additional variables were derived by combining original ones and the above
procedure was then again repeated.
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3 Results and discussion
The number of times the candidate predictors occurred in the models can be seen in Figure 1. For the
knee joint, there are 2–10 and for the ankle 0–2 variables that indicate relevance depending on how the
randomized values are interpreted. It should be noted that each variable has its own distribution which
is independent of the randomized response variable but which affects the occurrence of the variable. For
example, the two predictors with zero occurrences in both of the bar plots (Figure 1) actually represents
variables with constant zero values and thus they can not have predictive power in the risk assessment. This
method, however, does not reveal the distribution and as seen in Figure 1 the number of occurrences are
small compared to the number of times the lasso regression model was fit on the resampled data.

Figure 1: Number of occurrence as predictive variable. The bars represent the randomized data and circled
line the true data.

Indeed, the results show that most of the times lasso zeroed the coefficients for all the predictor candi-
dates as seen in Figure 2. For the randomized data lasso selected predictors more often so the total number
of predictors was greater on the randomized than the actual data. These results suggest that there are no
strong linear correlations between the predictor and response variables. The higher degree or interaction de-
pendencies of the variables were not yet experimented. These could be investigated by applying non-linear
machine learning models, such as neural networks and support vector machines, to the data.

For the knee injury risk, the most relevant predictors were the vertical ground reaction force of right leg
(V RGFR), peak flexion of right knee, previous injury of right ankle, peak flexion of left knee, BMI, medial
displacement of left knee, abduction moment of right knee, medial displacement of right knee, right hip
abduction strength (HipSR) and peak valgus angle of right knee. HipSR was examined by a physiotherapist
and apart from the previous injury of right ankle and BMI, the rest of the selected predictors were measured
by the 3D motion analysis tests. For the ankle injury risk, the most relevant predictors were sex and previous
acute left knee injury.

The number of times predictor candidates occurred in the models applying the side-to-side differences
is seen in Figure 3. For the knee joint, the difference in the navicular drop (the top-most variable in the
figure) showed some relevance. The navicular drop of either limb did not occur in the set of 2–10 predictors
selected from the original set of candidate predictors. For the ankle joint injury, no relevant predictors were
observed.
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Figure 2: Frequency of number of predictive values. Most of the time lasso zeroed the coefficients for all
the predictor candidates.

Figure 3: Number of occurrence as predictive variable when the side-to-side differences between limbs
were used. The bars represent the randomized data and circled line the true data.

Predictor relevance for the set of additional derived variables can be seen in Figure 4. For knee injury,
V RGFR divided by the weight of a subject (V RGFr

R) (the top-most variable in the figure) indicates significant
relevance. The other of the four most frequent predictors are the change of left knee valgus angle, V RGFL
divided by weight (V RGFr

L ) and HipSR divided by the mean value (HipSr
R). Similarly to the side-to-side

difference variables, no predictors can be observed for ankle injury.
About 3/4 of the players reported the right leg as the dominant one which may indicate a relationship
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Figure 4: Number of occurrence as predictive variable when the additional derived variables were used.
The bars represent the randomized data and circled line the true data.

between the dominant leg and knee injury risk. However, meaningfulness of the dominant leg in the sports
represented in this study should be considered carefully before hypothesizing any systematic relationship.
More importantly, of those eight out of the ten injured players who replied the right leg dominant, five had
injured their right and three their left leg.

Perhaps counterintuitively, the players who have sustained a knee injury showed both greater V RGFR
and V RGFr

R compared to the non-injured players. They also present, for example, lower peak values in the
knee flexion for both legs. Thus, it might be that more fit players get injured more often than the less fit
players. An explanation could be a greater exposure time to events that may cause an injury. Information on
the training volume or playing time were not included in the present data set, which is why further analysis
were not performed.

Although it was difficult to determine relevant predictors for the injury risks, side-to-side difference
in the navicular drop showed the highest relevance. Injured players tend to have greater side-to-side dif-
ferences than non-injured in the navicular drop. It might be interesting to consider also why the absolute
values of the navicular drop did not show relevance for the injury risk.

To summarize, this preliminary study showed that predictive modeling using machine learning algo-
rithms might provide useful tools for generating unsuspected hypothesis on sport-injury risk factors and
developing more personalized tools for risk assessment. The limitation of this study was the small number
of injured athletes. The experiments were also limited to linear models in order to begin with the most
obvious dependencies. Some of the predictor candidates showed at least promising value for the prediction
task at hand. Because there may exist more complex dependencies or interactions between the measured
variables that linear models are not able to learn, other methods having a greater learning capacity, such as
neural networks and support vectors machines, should be studied.
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Abstract — In this study the potential deep learning in predicting cd3/cd8 cell
counts from histopathological slide images was investigated. Keywords— Cancer
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1 Introduction

The purpose of this study has been trying to find a good Convolutional Neural Network (CNN)
architecture for counting CD3/CD8 cells in histopathological slide images. The tested architectures
have mostly been different variations of Residual Networks and other simpler architectures for
object counting. Some testing has also been made applying Gradient boosting at the end of the
neural network and building a model with gradient boosted CNNs.

Deep learning has previously been used for cancer imaging in at least Walach and Wolf [2016],
Shah et al. [2016], Bejnordi et al. [2017], Kovalev et al. [2016] and Schaumberg et al. [2017].
Walach and Wolf [2016] was the main inspiration for using Gradient Boosting in our model. Shah
et al. [2016], Bejnordi et al. [2017] and Kovalev et al. [2016] used Deep Learning on breast cancer
histological images. Schaumberg et al. [2017] used Deep Learning for predicting SPOP mutation
state in prostate cancer. All of the works mentioned used Convolutional Neural Networks for at
least some part of their models.

2 Methods

Convolutional Neural Networks (CNNs) are a specific type of Neural Networks. The important
distinctive quality of CNNs is the presence of a Convolutional Layer in their architecture, which
convolves the data in networks with smaller shared kernels. This allows CNNs to be applied
efficiently to large images or other data with a grid-like structure.

The best model found for this task was gradient boosted CNNs. This method works by training
a CNN to count cells from the images, then training additional CNNs to predict and fix the errors
of the previous CNNs. The used neural network architecture is represented in 1. We trained 10
rounds of these networks, weighing the first network with 1.0 and subsequent networks with 0.3.
This multiplier acts as a learning rate and a form of regularization for gradient boosting.

The neural network architecture and gradient boosted model is mainly inspired by two published
approaches for counting tasks. The use of gradient boosted CNNs was inspired by Walach and
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Wolf [2016], while the use of parallel convolutional layers with different kernel size was inspired
by Cohen et al. [2017]. Global average pooling is used at the end of the convolutional part of
our network in order to ensure the network can’t count cells differently between image regions.
While the network architecture used here performs well, it could certainly be improved with further
exploration.

Figure 1: The used CNN architecture

The data consisted of 5523 histopathological images scaled to size (1200 x 750). The data was
divided into training (80 %), validation (10 %) and testing sets (10 %). The means for cell counts
are 129.4 for the validation set and 121.8 for test set with standard deviations of 141.6 for the
validation set and 130.7 for the test set. Histograms for the cell counts of both validation and test
sets are shown in 2 and 3. Histopathological images are from Central Hospital of Central Finland.
Original cell counts are based on visual inspection and counting by experienced pathologists.

The main error functions used for evaluating were Mean Squared Error (MSE) and Mean
Absolute Error (MAE). These functions are shown in 1, where Ŷ are the model predictions and Y
are the true values.

MSE =
1

n

n∑

i=1

(Ŷi − Yi)
2 (1)

MAE =
1

n

n∑

i=1

|Ŷi − Yi| (2)

Local Interpretable Model-agnostic Explanations (LIME) Ribeiro et al. [2016] is applied on
the trained models to explain and visualize the predictions, which in addition to helping diagnose
problems with the model design and training, could also help potential end users trust the pre-
dictions. This method works by hiding parts of the model input and observing how the model
prediction changes. An example of possible outputs of this model is given in 4. The explanations
of each model might also help in model selection.
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Figure 2: A histogram of the cell counts for
the validation set

Figure 3: A histogram of the cell counts for
the test set

Figure 4: An example of explaining predictions for an image. The model used here is not the final
model described in this report.

3 Results

The selected model so far reaches Mean Squared Error (MSE) of 665.5 on the test set and 675.8
on the validation set. For Mean Absolute Error (MAE), we get 15.7 on the test set and 16.2 on
the validation set. While these error metrics might give some idea of the model performance, the
variability of prediction errors is also a significant factor to consider. Predictions and ground truths
for the test set are represented in figures 5 (unsorted) and 6 (sorted by absolute error). Errors in
relation to original cell counts are shown in 7.

The errors after each boosting round are shown in table 1. This demonstrates the usefulness
of gradient boosting in our model. Our model reached a local minimum for validation MSE after
round 4, but continuing the training until round 10 gives a slightly better performance. We can
always leave out the later boosting rounds in the case that a smaller model is preferable. Because
the last round gave us the best performance, a final model should be trained for more than 10
rounds.
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Table 1: Errors after each boosting round
Boosting round MSE (validation) MAE (validation) MSE (test) MAE (test)
1 811.0 18.3 781.4 18.0
2 721.9 16.6 706.6 16.2
3 693.9 16.1 676.8 15.6
4 691.9 16.6 677.2 16.1
5 723.3 17.4 707.5 16.9
6 704.8 17.0 689.9 16.5
7 702.0 16.9 686.8 16.4
8 693.2 16.6 677.9 16.1
9 691.5 16.5 678.7 16.0
10 675.8 16.2 665.5 15.7

4 Discussion

In this study we describe a Deep Learning based model for the task of counting CD3/CD8 cells
from histological images. We also describe a previously published method for explaining model
predictions.

The main challenge in this task was the size of used images. We only have the total count of
cells for each image as target values, so we must train the model for the whole image. If we knew
the position of the cells, we could split input images to smaller parts, which would in addition to
saving memory while training also likely improve the model performance. This approach has been
used in many applications of Convolutional Neural Networks to various counting tasks

Finding a good error metric has also been a slight challenge. Using mean squared logarithmic
error would seem intuitive, but this seems to result in the model being biased towards smaller cell
counts. Using mean squared error as the optimized metric seems like a better choice in this regard,
but this might result in the error being relatively large in images with smaller cell counts. Mean
absolute error would also be a possible choice. Mean squared error was used as the loss for model
optimization, but other losses might be worth consideration. Measuring the largest errors of the
model might be useful for assessment of model reliability.
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Figure 5: Unsorted examples. Predictions (blue), ground truths (green). Absolute errors are
depicted by the red line between the dots.
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Figure 6: Examples sorted by absolute error. Predictions (blue), ground truths (green). Absolute
errors are depicted by the red line between the dots.
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Figure 7: Errors in relation to the original cell count
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Abstract — A sufficient physical functional ability is required to successfully overcome situ-
ations in everyday life. This study was aimed to find the factors that predict the aerobic fitness
level change during a two year period in children and adolescents with low fitness levels. Sev-
eral feature selection algorithms and methods of predictive analytics were employed for solving
the prediction task. Some promising predictors were identified, but their predictive power was
found to be quite weak with the setup used in the study. However, the study provided ideas to
further improve the data to achieve a better prediction accuracy.

1 Introduction
Move!1 is a monitoring and feedback system of physical functional capacity for Finnish 5th and 8th grade
students. Information from Move! measurements can be combined with the health check-ups performed
for the students. The main aim of the system is to motivate students to take care of their physical functional
capacity. In addition, it would be beneficial for the health care personnel to be able to identify the students
whose fitness levels are low and developing worse than expected.

This study is part of a Tekes2 funded project ’Value from health data with cognitive computing’. The
data were collected by LIKES Research Centre for Physical Activity and Health3. The study was aimed to
find the factors that explain the aerobic fitness level change in children and adolescents. Only those students
whose fitness level was low at the beginning for their age/gender group were included in the analysis. More
specifically, the aim was to find the predictors for less than average development of fitness level during two
years following the baseline measures using methods of predictive analytics and machine learning.

The original data set consisted of 40 features in total with gender, labeling and ID information excluded.
The 40 features that were candidates for predictors included physical tests, anthropometric and body com-
position measurements and answers from questionnaires concerning life as well as student’s socioeconomic
status. Most of the predictor data consisted of continuous and ordinal variables. There were also two binary
variables. This data was further preprocessed, and the steps will be discussed in section 2.

As a result of this study a set of predictors were identified. However, their predictive power was quite
low. Since several models from simple regressions to nonlinear neural networks were applied to the data,
the low prediction accuracy is likely more dependent on the data than learning capacity of the models. In
other words, the set of candidate predictors should be reconsidered and also the number of students should
be increased.

Feature selection performed in this study aimed to reduce the features and to initially explore what
features might be predictors for fitness level change. Methods for feature selection employed in this study

∗Correspondence: ilkka.t.rautiainen@student.jyu.fi, P.O.Box 35, FI-40014 University of Jyvaskyla, Finland
1http://www.edu.fi/move/english
2https://www.tekes.fi
3https://www.likes.fi
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will be discussed in section 3. To evaluate the performance different sets of predictors perform in practice,
several predictive methods were employed. These are discussed in section 4. The report concludes with a
short discussion in section 5.

2 Data and methods
The data included children from school grades 4–7 with both boys and girls. 970 observations were included
in the full data with 508 boys (mean age x was 12.53 years with standard deviation σ of 1.28) and 462 girls
(x = 12.57, σ = 1.26).

The target variable to be predicted was based on change between the baseline and the follow-up (two
years) tests. If a child missed any of the shuttle run tests his/her data was discarded. Median calculation
phase and labeling, discussed with more details in section 2.1, was based on the full data before any pre-
processing, and observations with only the first shuttle run result recorded were also used for calculating
the medians for the whole data. From the total of 970 observations, aerobic fitness level change could be
determined for 574 observations. Of these, 300 students including 150 boys (x = 12.30, σ = 1.35) and 150
girls (x = 12.40, σ = 1.33), had a fitness level below median at the beginning.

Features which were either used for forming the labels or otherwise unusable as predictors (ID) were
completely dropped from the data at this stage. In addition to these features, school grade for physical
education and the mean of all school subjects could have been used as predictors, but the portion of missing
values was too high for inclusion. An additional major preprocessing step was scaling and standardization
of variables. These steps will be discussed in section 2.2.

The data was analysed with MATLAB4 and two of its toolboxes, Statistics and Machine Learning
Toolbox5 and Neural Network Toolbox6. An additional MATLAB toolbox FEAST7 was also employed for
feature selection. Also three Python libraries were utilised: scikit-learn8, NumPy9 and pandas10.

Different methods for imputation of missing values were also experimented with. These included sev-
eral imputation methods in the MICE11 (Multivariate Imputation by Chained Equations) package for R12

and kNN mean imputation. However, none of them were found to be helping in improving performance
of predictions. The method used in this study, excluding gradient boosting prediction, was to completely
delete observations with missing values.

2.1 Labeling
The original target variable (heikko taso muutos) combined two different things: the class was 1 if fitness
level of the child in the beginning was below median in his/her own group AND the change in fitness level
was also similarly below median. We were interested in predicting the change in fitness levels, but wanted
to exclude children whose fitness level in the beginning was above median completely from the analysis.

A new binary variable was created indicating the child’s fitness level in the beginning based on the first
recorded shuttle run result. Class A was for children whose first result of shuttle run was on the median
level or above (top portion of the Y axis data marked with blue letter A in figure 1) and class B was for
children below the median level (lower portion of the Y axis data marked with red letter B).

4https://www.mathworks.com/products/matlab.html
5https://www.mathworks.com/products/statistics.html
6https://www.mathworks.com/help/nnet/index.html
7http://www.cs.man.ac.uk/ gbrown/fstoolbox/
8http://scikit-learn.org
9http://www.numpy.org

10http://pandas.pydata.org
11https://cran.r-project.org/package=mice
12https://www.r-project.org
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Another binary variable was also created to indicate if the change in aerobic fitness level (change be-
tween the two shuttle run results) was below median. Portion on the right side in the X axis (squares marked
with identifiers A.0 and B.0) in figure 1 includes data with median or above change in fitness level, while
portion on the left side in the X axis (squares marked with identifiers A.1 and B.1) includes data with below
median change. This change in fitness level was used as a binary target variable that was to be predicted in
this study.

All medians were calculated for each school grade and gender group separately. This meant that eight
different medians for change were calculated and used for labeling.

Figure 1. Data division and labeling.

2.2 Scaling of variable values
Values of variables that were heavily dependent on age of the child were scaled using a linear regression
model. Such features were physical tests and body composition. Scaled values were recorded as stan-
dardized residuals, and they measure the difference between the fitted line and an actual observed value.
MATLAB’s fitlm function was used for this task. After scaling was performed, age variable was removed
from the dataset.

Another scaling method that was used in the study was z-score standardization. It was employed by
first standardizing the training data and using mean and standard deviation as an input for standardizing
the testing data. This standardization was employed with logistic regression and support vector machine
methods. The third method used was mapping of minimum and maximum values to be between [−1,1].
This method was only used with neural network by using default settings for MATLAB implementation13

of a neural net.

3 Feature selection
All feature sets presented here list the chosen variables in order of importance. The features that are consid-
ered the most important by the feature selection methods are on top of the lists. Every feature set presented
is accompanied by a label [1–11].b|g. These labels will be used in section 4 when listed feature sets are
referred.

Feature selection methods used in the study included simple correlation analysis discussed in section
3.1, Lasso in section 3.2, stepwise selection in section 3.3, random forest in section 3.4, gradient boosting

13https://se.mathworks.com/help/nnet/ug/choose-neural-network-input-output-processing-functions.html
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Table 1. Features selected with simple correlation analysis.

Feature set 1.b (Boys) Feature set 1.g (Girls)
M1PercentBodyFat M1k8kokakt1
M1VisceralFat M1k11urhseura
M1k44elama M1Liikkuvak
M1Cole M1k34tikkaat koulu
M1TOTCounts M1loikka m
M1BMI M1k11kilpailut
M1TOTMVPA M1k45terveys
M1loikka m pubeavg
M1k48vasynyt M1PercentBodyFat
M1k11urhseura M1liikkuvuus m
M1k32kiusattu M1TOTContSed10min
M1k11kerho M1Etunoja m
M1Weist M1VisceralFat
M1k8kokakt1 M1k44elama
M1k24koulu rasitus

in section 3.5 and three methods included in FEAST (Feature selection toolbox) in section 3.6.

3.1 Simple correlation analysis
Initial purpose of an elementary correlation analysis performed here was to reduce the feature set fed for
Lasso. Correlation coefficients between the input variables and the target variable (change in fitness level)
were calculated for boys and girls separately with MATLAB’s corrcoef14 function. For boys, variables with
an absolute coefficient value of at least 0.10 were retained. 15 variables in total fulfilled this criterion. For
girls, correlations were weaker between the input variables and the target variable, and the cut-off value
was chosen to be 0.05. 14 variables had an absolute correlation coefficient of 0.05 or above. The selected
variables are presented in table 1.

3.2 Lasso
Lasso is a linear regression method that has a built-in selection of features (Tibshirani, 1996). Therefore it
was tried out as a feature selector for our problem. The method was employed using MATLAB’s lassoglm15

function and distribution of the response variable values was defined as binomial. For binomial distribution,
the default logit (log( µ

1−µ ) = Xβ) mapping between the mean µ and the linear predictor Xβ was used. 10-
fold cross-validation was used inside Lasso for evaluating the performance of the models. Two possible
feature sets were produced for each model: the first one is called a sparse model and the second one a 1SE
model. The sparse model produces the lowest deviance, meaning that the combined error from the target
is lowest with that set of features. The 1SE model usually contains less features, and is one standard error
away from the sparse model. This second model is usually preferred, because it generalizes better than an
overly tuned (overfitted) model.

However, when all features were used as inputs for Lasso, most of the models consisted only of the
intercept term β0 with no variables from the data. These kind of models are not usable in real-life scenarios.
After it was clear that Lasso could not handle the full data as well as it was hoped, reduced feature subsets
found using simple correlation analysis seen in table 1 were used as inputs for Lasso. Most of the models

14https://www.mathworks.com/help/matlab/ref/corrcoef.html
15https://www.mathworks.com/help/stats/lassoglm.html
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Table 2. Features selected with Lasso.

Feature set 2.b (Boys) Feature set 3.b (Boys) Feature set 2.g (Girls)
M1k44elama M1k44elama M1k11urhseura
M1PercentBodyFat M1PercentBodyFat M1k8kokakt1
M1Cole M1k48vasynyt M1Liikkuvak
M1k48vasynyt M1k11urhseura M1liikkuvuus m
M1k11urhseura M1TOTCounts M1VisceralFat
M1TOTCounts M1k34tikkaat koulu
M1k8kokakt1
M1k11kerho

Table 3. Features selected with the stepwise method.

Feature set 4.b (Boys)
Criterion: Deviance / AIC

Feature set 4.g (Girls)
Criterion: Deviance

Feature set 5.g (Girls)
Criterion: AIC

Feature set 6.g (Girls)
Criterion: BIC

M1Cole M1k8kokakt1 M1k8kokakt1 M1Liikkuvak
M1k8kokakt1 M1k11urhseura M1k11urhseura M1k11urhseura
M1k11urhseura M1k24koulu rasitus M1k24koulu rasitus M1VisceralFat
M1k44elama M1k44elama M1k44elama M1weight
M1TOTSedpro M1k46kunto M1k46kunto
M1TOTLight M1liikkuvuus m M1k47nukkum
M1TOTCounts M1Heitto m M1liikkuvuus m
M1liikkuvuus m M1VisceralFat M1Heitto m

M1weight M1VisceralFat
M1weight

produced were unfortunately still empty with only the intercept term remaining. In spite of this, two feature
sets, one for boys (feature set 2.b) and one for girls (feature set 2.g), were extracted from the leave-one-
out cross-validation models. The sparse models were examined and the ones that had produced the lowest
deviances were selected. 1SE models were not considered here because they didn’t include enough features.

An additional model for boys (feature set 3.b) based on these features was made using logistic regres-
sion. It was found out that by excluding two features from the model (M1k8kokakt1 and M1k11kerho)
the performance remained practically the same. One additional feature was also removed based on expert
knowledge, based on the fact that the two variables M1PercentBodyFat and M1Cole were similar to each
other. M1Cole variable was therefore deleted from the model. All three feature sets are presented in table
2.

3.3 Stepwise selection
Stepwise is also a linear regression method that internally removes or adds features to form its final model.
The method was employed using MATLAB’s stepwiseglm16 function using several criteria for adding or
removing features. The criteria included deviance, Akaike information criterion (AIC) and Bayesian infor-
mation criterion (BIC). Other criteria were tried out as well, but they either removed everything except one
feature from the model or left the features completely untouched. One feature set (4.b) was extracted for
boys using deviance and AIC as criteria. For girls three feature sets were extracted using deviance (feature
set 4.g), AIC (feature set 5.g) and BIC (feature set 6.g) as criteria. All feature sets are presented in table 3.

16http://www.mathworks.com/help/stats/stepwiseglm.html
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Table 4. Features selected with random forest

Feature set 7.b (Boys) Feature set 7.g (Girls)
M1VisceralFat M1k10valiikunta
M1k32kiusattu M1Liikkuvak
M1Cole M1k24koulu rasitus
M1PercentBodyFat M1SkeletalMuscle
M1Ylavartalonk m
M1BMI

3.4 Random forest
Random forest is based on building a large collection of de-correlated decision trees and then averaging
them (Breiman, 2001; Friedman et al., 2009). In this study the random forest was first used a feature
selector and later as a predictive method. For random forest, it is possible to include also the missing values
as inputs. 10-fold cross-validation was used with number of trees set to 250 with missing values included
in data. The minimum number of observations per tree leaf was defined as 1 and surrogate decision splits
flag was set to be on.

MATLAB’s TreeBagger17 function was used for the task. Out-of-bag permuted predictor delta error
was used as a measure of importance for each feature: the higher the value of delta error is, the higher the
importance of a feature is seen. From the ten cross-validation folds, the mean of delta error was calculated
for each feature. A mean error value of 0.07 was used as a cut-off point for boys, with that value included.
For girls most of the mean delta error values were negative or zero, indicating that this method considered
most of the features as irrelevant in classification. Features with mean delta error values above zero with 95
% confidence were selected for girls.

The method identified one feature as the most important for boys: M1VisceralFat had a delta error mean
value of 0.22, while rest of the features selected scored values between 0.07 to 0.11. For girls none of the
predictors stood out similarly, with selected features having delta error values between 0.04 and 0.10. Two
feature sets were extracted and they are presented in table 4.

3.5 Gradient boosting
Gradient boosting is an ensemble machine learning method with the tree building element common to
random forest. The main difference between these two methods is that gradient boosting uses residuals
(differences between actual and predicted values) of the previous trees for forming the new models, while
random forest uses the constant raw values (Natekin and Knoll, 2013; Gorman, 2017). Gradient boosting
also has a lot more parameters to be tuned. In this study only some elementary parameter tuning was made.
The method was also used in this study first as a feature selector and then as a predictor.

GradientBoostingClassifier18 from scikit-learn library for Python was applied to form the models. Num-
ber of boosting stages used (n estimators parameter) was 1,500, learning rate was defined as 0.15, maximum
depth of estimators (max depth) was set to 5 and the fraction of samples (subsample) to be used as 0.8.

Feature importances were extracted directly from GradientBoostingClassifier’s attribute feature import-
ances 19. This measure is based on information on how often the feature is used in the split points of a tree.
Mean values for ten cross-validation rounds were calculated and top five features selected for both boys
and girls. Raw mean importance values for the top five features of boys were between 3.35× 10−3 and
4.79× 10−3. The same values for girls were between 3.35× 10−3 and 4.00× 10−3. The two feature sets
are presented in table 5.

17https://www.mathworks.com/help/stats/treebagger.html
18http://scikit-learn.org/stable/modules/generated/sklearn.ensemble.GradientBoostingClassifier.html
19http://scikit-learn.org/stable/modules/ensemble.html
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Table 5. Features selected with gradient boosting

Feature set 11.b (Boys) Feature set 11.g (Girls)
M1Ylavartalonk m M1liikkuvuus m
pubeavg M1loikka m
M1VisceralFat M1PercentBodyFat
M1liikkuvuus m M1Heitto
M1TOTContSed10min M1Etunoja m

Table 6. Features selected with FEAST for boys.

Feature set 8.b (CMIM) Feature set 9.b (JMI) Feature set 10.b (DISR)
M1k47nukkum M1k47nukkum M1k47nukkum
M1k35tikkaat perhe M1k35tikkaat perhe M1k35tikkaat perhe
M1k34tikkaat koulu M1k34tikkaat koulu M1k34tikkaat koulu
M1Ylavartalonk m M1k8kokakt1 M1k8kokakt1
M1k32kiusattu M1k44elama M1TOTCounts
M1k44elama M1k10valiikunta pubeavg

3.6 FEAST toolbox: CMIM, JMI and DISR
As an alternate view for the data, an approach based on information theory using FEAST toolbox (Brown
et al., 2012) was utilized to select feature sets with three criteria: CMIM (conditional mutual information
maximisation), JMI (joint mutual information) and DISR (double input symmetrical relevance). These
three methods were selected on the basis that they satisfy the three desirable characteristics presented by
Brown et al. (2012, pp. 60-61).

All of the three methods above expect that the data is completely discrete with no continuous values.
Discretization of continuous variables was performed by simply binning each continuous variable into five
uniform bins. Each of the methods also expect that the number of features to get is defined before selection.
These methods are deterministic: they always output the same features if the input data is the same. To
test what features the methods selects when the data changes, sampling of data was employed. Since there
were slightly more class 0 observations in data, this class of data was undersampled to get a more balanced
distribution of the classes. The sampling and feature selection phase was repeated for one hundred times
and each cycle five features were selected. The final feature sets are a combination of the features selected
during these cycles. For each method and for both genders, six top features were selected for further
analysis.

Table 7. Features selected with FEAST for girls.

Feature set 8.g (CMIM) Feature set 9.g (JMI) Feature set 10.g (DISR)
M1k35tikkaat perhe M1k35tikkaat perhe M1k35tikkaat perhe
M1k8kokakt1 M1k8kokakt1 M1k8kokakt1
M1TOTCounts M1k10valiikunta M1k10valiikunta
M1Weist M1TOTCounts M1TOTCounts
M1k10valiikunta M1k34tikkaat koulu M1Weist
M1k34tikkaat koulu M1k47nukkum M1k34tikkaat koulu
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Table 8. Prediction results using logistic regression (boys).

Validation method n AUC
(Training)

Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out 120 - 69.17 % 53.85 % 80.88 %
10-fold
(95 % confidence interval)

120 0.732±0.007 70.00±4.99 % 56.42±9.99 % 79.80±7.93 %

Holdout (75 % training data,
1,000 cycles, 99.9 % CI)

120 0.737±0.003 64.82±0.83 % 48.81±1.68 % 77.70±1.29 %

Table 9. Prediction results using logistic regression (girls).

Validation method n AUC
(Training)

Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out 116 - 62.93 % 56.86 % 67.69 %
10-fold
(95 % confidence interval)

116 0.691±0.012 62.73±9.83 % 55.31±17.59 % 69.50±8.60 %

Holdout (75 % training data,
1,000 cycles, 99.9 % CI)

116 0.698±0.003 58.69±0.90 % 49.53±1.90 % 66.45±1.40 %

4 Prediction
It is not straightforward to evaluate the predictive power of features selected in the previous section with-
out actually employing the feature sets in practice. Predictive performance for each feature set selected
previously was assessed here using five different predictive methods.

Main measures used in study are accuracy, sensitivity and specificity. Accuracy is defined as
T P+T N

T P+T N+FP+FN , sensitivity as T P
T P+FN and specificity as T N

FP+T N , where the number of true positives (TP)
is the correctly classified class 1 observations, number of true negatives (TN) correctly classified class 0
observations, number of false positives (FP) incorrectly classified class 0 observations and number of false
negatives (FN) incorrectly classified class 1 observations (Fawcett, 2006).

Predictive methods used in this study include logistic regression discussed in section 4.1, support vector
machine in section 4.2, random forest in section 4.3, gradient boosting in section 4.4 and neural network in
section 4.5.

4.1 Logistic regression
The first method employed for prediction was multinomial logistic regression. MATLAB’s mnrfit20 func-
tion was employed for training the models. Function mnrval21 was then applied for training data to get
probabilities of belonging to class 0 or 1. These probabilities were used for calculating the ROC (receiver
operating characteristic) curve and AUC (area under curve) value. From ROC the optimal threshold was
searched using optimal operating point reported by MATLAB’s perfcurve22 function. This optimal thresh-
old was then used for testing data. Best performance with logistic regression for boys was achieved using
feature set 3.b (see table 2) and for girls with feature set 9.g (see table 7). The prediction results are pre-
sented in tables 8 and 9.

Based on mean values of coefficients during leave-one-out validation, some significant predictors for
class 1 classifications were identified for boys. Even though the predictive accuracy is not very high in the
model, low values in variables M1k44elama (P = 0.01) and M1k48vasynyt (P = 0.04) and high value in

20https://www.mathworks.com/help/stats/mnrfit.html
21https://www.mathworks.com/help/stats/mnrval.html
22https://www.mathworks.com/help/stats/perfcurve.html
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Table 10. Prediction results using linear SVM (boys).

Validation method n Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out 120 69.17 % 51.92 % 82.35 %
10-fold
(95 % confidence interval) 120 65.83±7.48 % 48.88±9.41 % 79.13±9.05 %

Holdout (75 % training data,
100 cycles, 99 % CI) 120 65.03±1.87 % 48.40±3.88 % 79.09±2.86 %

Table 11. Prediction results using linear SVM (girls).

Validation method n Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out 120 59.43 % 44.44 % 70.49 %
10-fold
(95 % confidence interval) 120 58.18±7.47 % 41.40±13.19 % 71.61±10.97 %

Holdout (75 % training data,
100 cycles, 99 % CI) 120 56.42±2.55 % 44.19±4.99 % 68.56±3.54 %

M1PercentBodyFat (P = 0.04) seemingly indicate some kind of connection to fitness level change to be
below median. For girls, only M1k8kokakt1 was found to be statistically significant (P = 0.02), with low
values indicating some relevance when classifying observations to class 1.

4.2 Support vector machine
Support vector machine (SVM) is a method that aims to find the optimal hyperplane maximizing the gap or
margin between the two classes. The idea is to map the original inputs to a higher-dimensional space using
a kernel function (Zaki and Meira Jr, 2014). Three kernel functions were used in this study: linear, radial
basis function (RBF) and polynomial kernel.

MATLAB’s fitcsvm23 function was used for training the models. Kernel scale parameter was set to
auto, which means that the software automatically selected an appropriate scale factor for computing the
Gram matrix needed for calculations. Best results for boys were achieved with feature set 3.b (see table 2)
using linear kernel, and the results are presented in table 10. These results are comparable to the best results
achieved with logistic regression in the previous section. Best results for girls were achieved with feature
set 1.g (see table 1) using linear kernel. These results are presented in table 11.

4.3 Random forest
In addition to feature selection, random forest was also applied for predicting the target variables. Parame-
ters used were the same as in the feature selection phase in section 3.4. Best results for boys were achieved
with feature set 1.b (see table 1) and they are presented in table 12. For girls, best outcome was achieved
using feature set 10.g (see table 7), and the results are presented in table 13. For out-of-bag (OOB) accu-
racy, predicted values for observations from the training data that are not used in forming the tree are used.
oobPredict24 function was used for predicting these values.

Feature importances using feature set 1.b were examined for boys using out-of-bag permuted predictor
delta errors. The results are presented in figure 2: the higher the value, the more important the feature is

23https://www.mathworks.com/help/stats/fitcsvm.html
24https://www.mathworks.com/help/stats/treebagger.oobpredict.html
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Table 12. Prediction results using random forest (boys).

Validation method n OOB accuracy
(Training)

Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out
(99 % confidence interval)

150 64.05±0.40 % 64.00 % 43.75 % 79.07 %

10-fold (95 % CI) 150 63.41±1.37 % 66.00±6.59 % 45.17±14.51 % 82.25±6.49 %
Holdout (75 % training data,
50 cycles, 99 % CI)

150 59.63±1.50 % 58.00±2.50 % 34.32±4.91 % 77.58±4.07 %

Table 13. Prediction results using random forest (girls).

Validation method n OOB accuracy
(Training)

Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out
(99 % confidence interval)

150 56.61±0.46 % 54.67 % 23.44 % 77.91 %

10-fold (95 % CI) 150 57.56±1.76 % 55.33±5.53 % 26.80±7.89 % 77.63±8.48 %
Holdout (75 % training data,
50 cycles, 99 % CI)

150 57.04±1.64 % 56.97±2.70 % 27.81±5.20 % 81.69±4.20 %

seen in the random forest. Two most important features were M1VisceralFat and M1k32kiusattu. For girls
this comparison using feature set 10.g is presented in figure 3. Although the model’s predictive performance
was quite low, M1k10valiikunta, M1k8kokakt1 and M1Weist had some relevance in classification, while
the remaining three features had no relevance here.

Figure 2. Feature importances with random forest for boys.

4.4 Gradient boosting
In addition to feature selection, gradient boosting was also applied for predicting the target variables. Pa-
rameters used were the same as in the feature selection phase in section 4.4. The difference was that the raw
values of variables were used, so no age scaling was done in this case. This was done because the initial
tests suggested that performance was better with raw values. Variable M1Age was therefore added to the
feature sets as an additional variable. For boys, best results were achieved with feature set 3.b (see table 2)
and are presented in table 14. Best results for girls were attained with feature set 8.g (see table 7) and are
presented in table 15.
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Figure 3. Feature importances with random forest for girls.

Table 14. Prediction results using gradient boosting (boys).

Validation method n Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out 120 65.83 % 59.62 % 70.59 %
10-fold (95 % CI) 120 67.50±7.08 % 53.72±14.01 % 73.53±12.12 %
Holdout (75 % training data,
50 cycles, 99 % CI) 120 63.93±2.86 % 55.84±5.69 % 70.82±4.20 %

Relative feature importances of using the best performing feature set 3.b were examined using
the feature importances attribute of GradientBoostingClassifier. Results are shown in figure 4, with
M1TOTCounts and M1PercentBodyFat in addition to M1Age as the most important features. For girls
this comparison is presented in figure 5. M1TOTCounts was seen as the most important feature by this
measure. Overall, gradient boosting seemed to prefer continuous variables over categorical ones. Reported
values are raw means from ten cross-validation runs.

4.5 Neural network
Neural network is a fixed structure in which the parameter values are adapted during the training phase
(Bishop, 2006). A feed-forward neural network with one hidden layer was formed using MATLAB’s
feedforwardnet25 function and it was trained with train26 function. Bayesian regularization was used as
a training function, hyperbolic tangent sigmoid as a transfer function in the hidden layer and linear transfer
function in the output layer. Mean squared error (MSE) was used as performance function. For hidden
layer, number of neurons tried were 6, 10, 14 and 18. In prediction using testing data, outputs of the linear
transfer function were simply rounded so that values of 0.5 or above were predicted to be class 1 and values

25https://www.mathworks.com/help/nnet/ref/feedforwardnet.html
26https://www.mathworks.com/help/nnet/ref/train.html

Table 15. Prediction results using gradient boosting (girls).

Validation method n Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out 120 54.31 % 49.02 % 58.46 %
10-fold (95 % CI) 120 56.29±7.54 % 46.62±6.61 % 61.85±14.44 %
Holdout (75 % training data,
50 cycles, 99 % CI) 120 54.28±3.03 % 43.48±5.90 % 64.21±4.98 %
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Figure 4. Relative feature importances with gradient boosting for boys.

Figure 5. Relative feature importances with gradient boosting for girls.

below 0.5 to be class 0.
Best results for boys were achieved using 10 neurons with feature set 3.b (see table 2) and they are

presented in table 16. Best results for girls were achieved with feature set 8.g (see table 7) and presented in
table 17.

5 Discussion
The best performing predictive methods in this study for boys were logistic regression and linear SVM. For
girls the results were generally worse, but also in their case logistic regression performed best.

Several sets of predictors and models were formed in this study. However, with binary classification
using currently available data it was possible to predict change in aerobic fitness level only with a quite low
accuracy. Some of the models for girls were quite close to totally random classification, with accuracies
behind boys for 7–10 percentage points with all tested methods. Many different models were applied to the
data with similar results, suggesting that the data itself is missing some information needed for the binary

Table 16. Prediction results using neural network (boys).

Validation method n Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out 120 64.17 % 66.67 % 60.80 %
10-fold
(95 % confidence interval) 120 66.67±8.08 % 52.50±12.90 % 78.03±8.99 %

Holdout (75 % training data,
50 cycles, 99 % CI) 120 60.80±2.15 % 34.59±5.98 % 80.22±4.42 %
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Table 17. Prediction results using neural network (girls).

Validation method n Accuracy
(Testing)

Sensitivity
(Testing)

Specificity
(Testing)

Leave-one-out 120 57.76 % 25.49 % 83.08 %
10-fold
(95 % confidence interval) 120 56.52±10.47 % 23.17±16.76 % 87.66±11.70 %

Holdout (75 % training data,
50 cycles, 99 % CI) 120 52.62±3.15 % 7.20±7.74 % 93.04±7.11 %

classification. More observations and/or features are therefore needed for further analysis.
Several of the methods excluding logistic regression involve many parameters that can be tuned. In this

study only some preliminary parameter tuning was performed. However, it is unlikely that any amount of
tuning could improve the results presented here considerably without additional new predictors.

As a limitation of this study, the age scaling was always done before the data was split into training and
testing portions when validating the models. Therefore the testing data includes some of the information it
should not have knowledge of. The result of this practice is that the measures reported in the prediction part
of the study might be marginally too optimistic. Age scaling was employed in all methods except gradient
boosting.

A similar limitation was also in the feature selection phase. The limitation is that the full data was used
instead of selecting the features after splitting the data into training and testing sets, probably improving
slightly measures of performance. This decision was made for two reasons. Firstly, it makes working with
data much simpler, because feature selections need only be performed once and static feature sets can be
used for analysis. The second reason is that there was a slight shortage of complete data after preprocessing
was applied. To completely set aside some data as a testing set would be ideal, but that approach wasn’t
used in this study.

Further research directions with the data may include dividing the binary target variable into three or
four categories. Since the fitness level change for most of the students is near the median level, binary
classification is a difficult problem to solve. It is possible that dividing the target variable further will make
it easier to identify students whose change is either much lower or much higher than the median level. It is
also possible to add more features (e.g. nutritional information) to the initial data and examine if they add
any additional information and help improving results for prediction.
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Predicting overweight and obesity in later life from childhood
data: A survey

Ilkka Rautiainen∗ Sami Äyrämö
Faculty of Information Technology, University of Jyvaskyla, Finland

Abstract — Overweight and obesity are an increasing phenomenon worldwide. Predicting fu-
ture overweight or obesity early in the childhood reliably could enable a successful intervention
by experts. This survey explores the existing research on the problem of predicting overweight
or obesity status in later life from data collected during childhood. The focus of the study is
exploring the existing research in predictive modeling. While a lot of research has been done
using explanatory modeling methods, predictive modeling methods of machine learning still
remain partly unexplored.

1 Introduction
Obesity is a global phenomenon that has increased rapidly during the last few decades in most countries.
This has also lead to significant increase in obesity-related diseases and deaths (The GBD 2015 Obesity
Collaborators, 2017). The survey presented here aims to map and discuss the methods used in overweight
and obesity prediction research with an emphasis on various machine learning and data mining techniques.
The basic question to consider is ”Can we predict a person’s overweight or obesity status in later life from
the data collected during childhood?” Ideally, early identification will make it possible to take steps for
a successful obesity intervention. Currently this identification is often done manually by using growth
references such as those presented by Saari et al. (2011), Cole and Lobstein (2012) and Onis et al. (2007).
Also, the data collection phase can be a tedious and expensive process. It is therefore preferred that this
identification can be achieved with easily available basic data, such as height and weight information. A
widely used measure derived from these two attributes is body mass index (BMI).

Articles for this survey were searched from two databases, PubMed1 and IEEE Xplore2, in addition to
extensive searches on Google Scholar3. Additional studies were searched from the set of articles that cite
the research found during the initial search.

When validating the employed prediction model, the performance measures are always a trade-off be-
tween sensitivity (in this case the ratio of correctly classified overweight or obese cases in relation to total
overweight or obese cases) and specificity (the ratio of correctly classified normal weight cases in relation
to total normal weight cases). The most important measure for model’s performance in this context is sen-
sitivity, which indicates the proportion of children we are most interested in finding, because we want to
target preventive actions for this group (Zhang et al., 2009).

The survey starts with presentation of the existing work in research area in section 2, and finishes with
discussion in section 3.

∗Correspondence: ilkka.t.rautiainen@student.jyu.fi, P.O.Box 35, FI-40014 University of Jyvaskyla, Finland
1https://www.ncbi.nlm.nih.gov
2http://ieeexplore.ieee.org
3https://scholar.google.com
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2 Existing work
Section 2.1 discusses the literature reviews and meta-analyses that summarize existing studies in the field,
2.2 lists the studies that can be classified as using explanatory modeling methods. Explanatory modeling is
defined by Shmueli (2010) as ”the use of statistical models for testing causal explanations”. This type of
modeling is not particularly interested in predicting future overweight or obesity status of single individuals.
Instead, explanatory modeling generally aims to find overall trends from data.

Primary focus of this survey is in predictive modeling, which in turn is defined by Shmueli (2010) as ”the
process of applying a statistical model or data mining algorithm to data for the purpose of predicting new or
future observations”. 2.3 discusses the studies that use predictive modeling methods in more detail. Some
studies use combination of both explanatory and predictive modeling or can’t otherwise be categorized
strictly. These studies are discussed in 2.4.

2.1 Literature reviews and meta-analyses
An extensive systematic review and meta-analysis of existing studies was presented by Simmonds et al.
(2015) to examine the use of different measures of obesity in childhood for predicting obesity and devel-
opment of obesity-related diseases. The study found that the predictive accuracy of childhood obesity for
predicting adult obesity had a sensitivity of 30 % and a specificity of 98 % and was described as moderate.
The study concluded that childhood BMI is not a good predictor for obesity or disease in adulthood, based
on the fact that most obese adults were not obese in childhood. However, no evidence was found in the
study to support any other single measure over BMI.

Infancy weight gain was used as a predictor for childhood obesity in a meta-analysis presented by
Druet et al. (2012). The meta-analysis reported a consistent positive association of infancy weight gain to
subsequent obesity. The study included ten cohort studies from which full data of three cohorts (n = 8,236)
were used in forming models for overweight and obesity prediction. The prediction model employed step-
wise multivariable logistic regression, and used mother’s BMI, birthweight and sex in addition to weight
gain information from birth to age of 1 year for childhood obesity prediction. The model was reported to
show moderate predictive ability with area under curve (AUC) value of 0.77. A similar model was also
created for childhood overweight prediction, and reported AUC value was 0.76.

A survey of data mining methods used in the field was conducted by Adnan et al. (2010). The study
summarized some of the research in the area and focused on describing three methods used in three different
studies: neural networks, naı̈ve Bayes classifiers and decision trees. Each of the methods were described as
having their own strengths and weaknesses. The conclusion was that to improve prediction results, further
improvements of the techniques are necessary. The authors hoped to continue their work by combining
different existing methods to form a single better performing hybrid method.

2.2 Explanatory modeling approaches
Various explanatory models have been studied and employed extensively in the research area. The following
sections list the studies based on the explanatory model(s) employed, but further exploration is beyond the
scope of this survey. The studies listed in this section do not validate the formed models with a separate
test data. Instead they examine how well the whole data fits to the model. Generalization refers to how well
the model trained on the training data set predicts the output for new instances, and it is an integral part of
machine learning and predictive modeling approach (Alpaydın, 2014; Bishop, 2006).

Logistic regression has been explored by Guo et al. (1994), Whitaker et al. (1997), Guo and Chumlea
(1999), Guo et al. (2000), Guo et al. (2002), Nader et al. (2006), Rooney et al. (2011), Tilling et al. (2011),
Willers et al. (2012), Hoffmann et al. (2012), Morandi et al. (2012), Graversen et al. (2015), Pearce et al.
(2016), Aarestrup et al. (2016) and Winter et al. (2017).

Linear regression has been explored by Williams et al. (1999), Laitinen et al. (2001), Deshmukh-
Taskar et al. (2006), Li et al. (2008), Kindblom et al. (2009), de Kroon et al. (2010), Bjerregaard et al.
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(2014), Graversen et al. (2014) and Buscot et al. (2017).
Linear and logistic regression have been explored by de Kroon et al. (2011), Wen et al. (2014) and

Schuster et al. (2014).
Mixed models have been explored by Silverwood et al. (2009), Chivers et al. (2009), Howe et al. (2010),

Wen et al. (2012) and Li et al. (2015).
Mixture models have been explored by Li et al. (2007), Balistreri and Van Hook (2011), Pryor et al.

(2011), Chen and Brogan (2012), Lane et al. (2013), Magee et al. (2013), Stuart and Panico (2016) and
Chen et al. (2016).

Cut-off points with receiver operating characteristic (ROC) or other analysis have been explored
by Cheung et al. (2004), Toschke et al. (2008), Kubo et al. (2008) and Hughes et al. (2011).

2.3 Predictive modeling approaches
Probably the earliest examples of machine learning usage in overweight prediction are neural networks
mentioned by Novak and Bigec (1995) and Novak and Bigec (1996). The concept and algorithms were
described, but no experimentation with actual data was done in these studies.

A framework for classification and prediction of children’s risk to be obese at age seven years was
presented by Adnan et al. (2011). Data from child’s birth up to age five years was used in the prediction
model. The method used was NBTree, which is a hybrid of ID3 decision tree and naı̈ve Bayes (NB)
classifier. The predictors used were lifestyle information on parents and children, as well as some basic
weight and growth data. No results on performance of the framework were presented in the study.

Classification and regression tree (CART) was employed by Riedel et al. (2014) to predict overweight
status of adolescents at the age of 14 years. The body mass index category at age six years was used as the
main predictor. Additional predictors, maternal obesity and education, provided only marginal changes to
prediction accuracy in the study.

A hybrid method combining naı̈ve Bayes classifier for prediction and genetic algorithm (GA) for feature
selection was presented by Adnan et al. (2012a). Justification for using NB was that it works well when
distributions of positive and negative samples are imbalanced. Thus a better level of sensitivity can be
achieved when compared to other methods. GA was used by the framework to select the optimal features
for the NB classifier. The study utilized lifestyle and family information in addition to growth data. Only
some preliminary results were presented in the study.

Six independent data mining methods were investigated and compared to conventional logistic regres-
sion approach by Zhang et al. (2009). The study included C4.5 decision tree, Bayesian networks, naı̈ve
Bayes, association rules, neural networks and support vector machines (SVM). The task was to predict
overweight status at age three years based on child’s data collected up to six weeks, eight months and two
years respectively. In addition to child’s weight and height data, time of gestation was used as one of the
features when predicting overweight status based on two years worth of data. The results showed that the
prediction accuracy improved with the methods used when compared to the logistic regression approach.
Best performing algorithms were SVM with radial basis function (RBF) kernel and Bayesian methods,
specifically naı̈ve Bayes. At age two years, the sensitivity and specificity of NB were 54.7 % and 93.1 %
respectively, while the same values for SVM were 60.0 % and 79.6 %. The conclusion was that to improve
overweight prediction rates more features may need to be recorded and used for prediction.

The aim of Dugan et al. (2015) was to improve the work presented by Zhang et al. (2009) by considering
a significantly extended set of predictors. A partly different set of machine learning algorithms were also
explored in the study. They included random tree, random forest, ID3 and C4.5 decision trees in addition
to naı̈ve Bayes and Bayesian networks. The study employed in total 167 predictors collected through
questionnaires filled by parents and physicians. Two of the algorithms, ID3 and NB, performed better when
used with a significantly reduced set of predictors. The study singled out two algorithms as best working
with this data set: ID3 decision tree with sensitivity and specificity of 89 % and 83 % respectively, along
with random tree’s performance metrics of 88 % and 80 %.
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2.4 Combined and other various approaches
Different body mass index trajectories were explored by Moreno-Black et al. (2016) using sequence anal-
ysis. State sequences were clustered to four and three clusters with optimal matching (OM) technique.
Logistic regression was applied to assess prediction of cluster memberships by the covariates, and analysis
of variance (ANOVA) and regression tree were used to explore the significance of different predictors. The
six predictors used were categorical in nature. They included family information, race and socio-economic
status in addition to BMI group and sex.

Another BMI trajectory cluster analysis was conducted by Lynch et al. (2017). The study identified
clusters for trajectories within each age group using a nonparametric hill-climbing algorithm (KmL). Opti-
mal number of trajectory clusters identified was two for children aged from zero to < two years and three
for children aged two or above.

Cluster analysis was also applied by Bhattacharya et al. (2014) to identify growth patterns in children.
Subjects who shared similar body measurements were grouped together in the study. The data used in
study was collected from twelve visits made during ages between zero to five years. Three 12-dimensional
vectors were formed for each child: one for weight measurements, one for heights and one for the BMI
values. Two clustering methods were then used: k-means with Euclidean distance metric and expectation
maximization (EM) based clustering using Gaussian mixture model. Different values for cluster numbers
were experimented, and the number ranged from two to five clusters. The result part of the study mainly
discusses the differences between the clustering of the subjects. For the most part both algorithms assigned
the subjects to the same clusters, and only 55 children out of 1,251 were assigned to different clusters by
the two algorithms.

A framework for predicting adult obesity from childhood data was presented by Potter and Ulijaszek
(2013). For its framework the study employed and tested a Foresight obesity system map (FOSM), which is
described as ”a visual representation of the complex interactions between 108 variables thought by experts
to contribute to the causation of obesity at the population level”. The study concluded with a statistical
analysis on the framework’s performance.

3 Discussion
This survey explored the existing research on overweight and obesity prediction. While a lot of research has
been done employing explanatory modeling, utilization of machine learning and data mining still remain
partly unexplored in the field.

For example, one potential machine learning method seemingly unexplored in research area are long
short-term memory (LSTM) recurrent neural networks (Hochreiter and Schmidhuber, 1997), as they can be
applied to predict time series.

The most relevant studies from a machine learning point of view were Zhang et al. (2009) and Dugan
et al. (2015), as they explore multiple algorithms in practice and in most parts present the results in a
meaningful way. Both of these studies use only data collected at ages from birth to two years, so it might be
possible to improve the accuracy of predictions with longer periods of data collection. For example, using
data collected from birth to eight years in predicting overweight status at later life could still provide useful
information for experts. Ideally, children in unhealthy BMI trajectories should be identified before school
age (Lynch et al., 2017). We could study how much of the time-series can be cut off without losing too
much of accuracy.

Also of high relevance for the objectives of this survey was Bhattacharya et al. (2014), as the study used
a very limited set of basic growth data for its clustering approaches. The study also employed data collected
from a long period of time, five years.

Some data mining and machine learning methods have also been applied to different problems in this
area. For example, to determine if the subject is obese or overweight at the moment of data collection,
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instead of predicting the future outcome. Some of the studies not directly related to the research question
are discussed briefly in appendix A.

A Studies related to the research question
Various attributes measured from subjects’ arteries in addition to BMI information were used by Ergün
(2008) to classify the subjects into two groups: healthy and obese. A multi-layer perceptron (MLP) neu-
ral network as well as the conventional logistic regression model were used for this classification task.
Classification rate of the neural network was found to be better than with logistic regression.

A similar classification task was made by Heydari et al. (2012), where the data used for prediction
was demographic and lifestyle information in addition to several anthropometric measures. Performance of
logistic regression and MLP methods were found to be similar to each other in this study.

Two different methods were explored by Shrestha (2006). The thesis used MLP neural networks and
neuro-fuzzy networks to classify subjects to obese and non-obese groups based on previously collected
data.

A weight management counseling system framework was presented by Soni and Pillai (2008). The pro-
posed system consisted of a knowledge management module and a case-based reasoning module. Nearest
neighborhood, ID3 decision tree and naı̈ve Bayes were used to seek the most similar cases in the system.

An NB classifier was used by Adnan et al. (2012b) to select an optimal set of features for childhood
obesity prediction. The performance of the discovered feature set was compared to features used by Zhang
et al. (2009). The new feature set improved the accuracy of obese cases, but in turn the accuracy of normal
cases was worse.

Four independent data mining methods were employed by Abdullah et al. (2017) for finding the most
important risk factors influencing childhood obesity. This feature selection problem employed C4.5 deci-
sion tree, Bayesian network, naı̈ve Bayes, MLP neural network and SVM.

Evaluation of the predictive ability of three childhood BMI classification systems was presented by
Brann et al. (2015). The growth references evaluated were International obesity task force BMI cut-offs
(Cole and Lobstein, 2012), World health organization BMI-for age (Onis et al., 2007) and the Swedish BMI
reference (Karlberg et al., 2001).
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Abstract — Hospitalization of elderly patients can lead to adverse effects on their
functional capability. Identifying the underlying factors leading to such effects is an
active area of medical research. The purpose of the current paper is to show the
potential of machine learning to complement this existing research. This is accom-
plished by studying the outcome of hospitalization of elderly patients as a supervised
learning task. A rich set of features characterizing the medical and social situation
of elderly patients is leveraged and using confusion matrices, association rule min-
ing, and different classes of supervised learning algorithms, it is shown that the need
for help and supervision are the most important features predicting whether these
patients will return home after hospitalization. Such findings can help to improve
hospitalization of elderly patients.

1 Introduction

Basic activities of daily living (short ADLs) are fundamental to ensure that older people are able to
live independently without care. These ADLs include activities such as bathing, dressing, using a
toilet, and eating. Hospitalization of previously independent older patients due to an acute medical
illness often leads to a situation in which the patients find themselves unable to perform one of
these activities independently anymore (e.g., Gill et al., 2010). Consequently, they cannot return
to their old lives but are dependent on help also after their stay at the hospital. This undesirable
side-effect is called hospital associated disability (HAD).

HAD is associated with higher use of caregivers and other resources, institutionalization, greater
health care expenditure, and even death of the patients. It can be actuated although the illness
that necessitated the hospitalization was successfully treated (Sager et al., 1996b,a; Covinsky et al.,
2003) and although the patients admission diagnosis was not related to a decline in ADLs (Inouye
et al., 1993). Saltvedt et al. (2002) showed that geriatric evaluation and management units where
older patients are encouraged to participate in ADLs during hospitalization significantly reduce
mortality of the patients. However, according to Covinsky et al. (2011), approximately one-third
of patients that are older than 70 have one ADL disability that they did not have before the
hospitalization. Thus, HAD is a serious problem and understanding the most important factors
leading to it could help the elderly and save many resources.

The purpose of this paper is to find accurate prediction methods for the outcome of hospi-
talization of old patients and to recognize the strongest factors predicting HAD. Earlier studies
have pointed out that high age, comorbid disease, depression, cognitive impairment, limited social
support and physical frailty can cause HAD (Covinsky et al., 2011; Gill et al., 2010; Covinsky
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et al., 2003; Zureik et al., 1995). Out of all the previously found causes, age seems to be the most
important predictor associated with HAD (see Table1). For example, Covinsky et al. (2003) con-
cluded that the oldest patients in their study (they analyzed 2293 patients aged 70 and older) were
the most likely to develop a new ADL disability during hospitalization and less likely to recover
from an ADL lost before hospitalization.

Table 1 provides an overview of previous studies concerned with predicting HAD. It summarizes
for all of these studies the analyzed data, used methods, and main findings. As can be seen from
the table, all of the existing studies used linear techniques originating from statistics such as t-
tests, χ2 tests, or logistic regression. Our analysis adds to the existing studies in two respects.
First, we use machine learning techniques to learn a model that best fits the data. Second, we use
methodological triangulation of different analysis techniques to improve the technical soundness of
the presented approaches. This triangulated analysis gives more confidence on our final conclusion
that previously estimated needs for help and supervision are the most important predictors for
HAD.

The remainder of this paper is structured as follows. Section 2 explains the data collection and
preprocessing. Section 3 presents the methods and results. Finally, Section 4 concludes our study.

Table 1: Related work

Authors Data Method Main findings
Lees
et al.
(2015)

257 patients aged 65-80 undergoing
emergency general surgery at the
University of Alberta Hospital in
Canada

logistic re-
gression

Elderly patients discharged to home after
hospitalization were younger, had fewer in-
hospital complications and lower American So-
ciety of Anesthesiologists class.

Covinsky
et al.
(2003)

2293 patients aged 70 or older from
University Hospitals of Cleveland,
USA and Akron City Hospital in
Ohio, USA

χ2 tests
and logistic
regression

The oldest patients were the most likely to de-
velop a HAD.

Gill
et al.
(2010)

754 community-living persons aged
70 years or older who were nondis-
abled at baseline, in New Haven,
Connecticut, USA

confidence in-
tervals, Cox
model

Hospitalization of the elderly was strongly as-
sociated with loss of an ADL, especially for
frail individuals.

Carlson
et al.
(1998)

122 patients aged 60 or older of
an acute care geriatric inpatient
unit of university hospital in Texas,
USA

t-test, χ2

tests, logistic
regression

Poor functional homeostasis was significantly
associated with HAD independently of other
patient’s characteristics.

Wu
et al.
(2000)

804 patients aged 80 years or older
who stayed in a USA hospital
(Beth Israel Hospital, Boston;
MetroHealth Medical Center,
Cleveland; Marshfield Clinic/St.
Joseph’s Hospital, Marshfield;
University of California Los Ange-
les Medical Center, Los Angeles)
at least 48 hours

ordinal logis-
tic regression
models

The strongest independent predictor of func-
tional limitations was ADL score at baseline.
For patients independent in ADLs at baseline,
the presence of an orthopedic diagnosis such as
hip fracture was associated with poorer sub-
sequent function. However, for patients with
four or more ADL dependencies at baseline, or-
thopedic diagnoses was not independently as-
sociated with functional outcomes.

Inouye
et al.
(1993)

188 patients aged 70 or older ad-
mitted to the medicine service at
Yale-New Haven hospital, USA

t-test χ2

tests, pro-
portional
hazards
model

The risk of functional decline in ADLs in-
creased linearly with the number of risk fac-
tors, suggesting that the predisposition to
functional decline may result from the cumu-
lative effects of multiple impairments.

2 Data

The data was prospectively collected from four national hospitals in Finland located in Helsinki,
Joensuu, Jyväskylä and Kuopio. Only patients who arrived from home, that is, not the ones who
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Figure 1: Missing data summary based on variables (left pie chart), cases (middle), and values
(right pie chart).

became sick while they were already in hospital, were included in the study. Moreover, to be
included in the data collection patients had to be 75 years old or older, and had to be admitted
from home to a hospital due to an acute illness or sudden worsening of a chronic illness (for details
on the data collection see Ryynänen et al., 2017).

A total of 835 patients who fulfilled these inclusion criteria was included in the study. The
outcome of hospitalization was defined (i) as the categorical variable discharge to home, in hospital,
or dead, and (ii) simply as binary variable distinguishing discharge to home or in hospital or dead.
For three cases in our data the dependent variable was missing. Since we needed the information
of hospitalization outcome in all our analysis techniques those three cases were deleted.

The patients who did not return home were designated to be the cohort of interest (i.e., the
ones with HAD). Thus, the distribution of patients with HAD in the data set was very similar to
the general occurrences of HAD estimated by Covinsky et al. (2011). One third (i.e., 285) of the
patients in our dataset were either still at the hospital or dead, exactly as the estimated occurrence
of HAD (see Section 1).

The collected data features 98 variables related to the patients health and social status. 92
of the 98 original features (as well as the two dependent variables) are categorical. The majority
of these features are ordinal such as walking stairs that has the categories without difficulty, with
help, and not at all. However, there are also some purely categorical variables in the collected data,
such as gender and location.

2.1 Missing data

Altogether, our dataset has less than 3% of missing data (pie chart on the right of Figure 1).
However, when looking at the variables (pie chart in the middle of Figure 1), less than half of
the variables have no missing values and only 134 cases are complete. That means that for only
16% of the patients we have values for all variables. Moreover, the missing data are not evenly
distributed variablewise. On the one hand, a lot of features have only a couple (less than four) or
no missing values. On the other hand, a few features have many missing values. One example of
these cases is the glucose level, which has more than 50% missing values. The absence of a glucose
level for a patient in our data set usually means that those were in a normal range. That means
that some features in our data are reported only for certain patients with certain conditions and
the occurrence of a missing value is actually related to the reason why it is missing. Thus, the
data are missing not at random (MNAR) (Rubin, 1976; Little and Rubin, 2002).
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To deal with the MNAR sparsity pattern we processed our data in three different ways:

1. We utilized only the full (i.e., the patientwise complete) data (full case strategy).

2. We removed all variables that had more than 5% missing data and imputed the small portion
of remaining missing data using nearest neighbors (full feature strategy).

3. For each feature that had missing values we encoded, similarly as in Saarela et al. (2016), a
new binary variable indicating the missing information (missing data pattern strategy). This
strategy was chosen for two reasons. First, it ensures that we do not need imputation, which
is difficult or even impossible with a MNAR pattern. Second, the missingness pattern might
reveal interesting information itself. For example, as explained above, the glucose level was
collected and reported mainly for patients with non-normal levels. Hence, the missingness of
the patient’s glucose level is an indicator that this level was in normal range.

These strategies led to three target data of different sizes. 134 patients remained for the data set
created with the first strategy and 832 patients for the data sets created with the second and third
strategy. Moreover, the resulting matrix of our first strategy had as many features as the original
feature set (i.e., 98) and the matrix of our second strategy had 87 features. For our third strategy,
we categorized the six non-categorical features (age, hemoglobin, white blood cell count, glucose
level, sodium level, potassium level). As described above, the absence of a value was encoded with
a separate binary variable for most features, because it can provide valuable information. Then, all
features were one-hot-encoded (i.e., transformed to binary features). After one-hot-encoding with
an additional variable indicating the missingness information of each variable we had 381 features.
Removal of constant features left us with 332 features for our third strategy.

3 Method

Our analysis was based on a combination of different data mining and machine learning techniques
(Zaki and Meira, 2014), all with the goal to find the most important predictor for HAD from the
data:

• Confusion matrix to identify the single variables that predict HAD the best

• Association rule mining to determine interesting patterns in the data that cooccur (i) with
HAD patients and (ii) with the patients that return home

• Supervised learning to (i) find the model that predict HAD the best using all information
from the data including the missingness information and (ii) identify the feature most useful
for the supervised models utilizing feature importance measures

3.1 Direct effect of single variables using confusion matrices

First, we determined the importance of the 332 binary features originating from our third strategy
dealing with the missing data. For each of these features, we computed the confusion matrix of
this single feature with the dependent variable in hospital or dead. All variables that were more
informative than the default classifier that always predicts the most common class (i.e., home) and
is right in 66% (546 out of 832) of the cases, were considered to be informative. These informative
predictor variables are listed in Table 2. As can be seen from the table, 56 out of the 332 features
were identified to be more informative than the default predictor and the need for supervision was
the most important variable with a prediction accuracy of 67% (560 out of 832 cases).

77



Table 2: List of one-hot encoded features that were more accurate in prediction than the default
classifier.

correctly correctly
variable name classified variable name classified
need for supervsion 2.0 560 pain nan 559
remembering new things 3.0 559 need for help nan 558
confusion last month 3.0 556 eating 2.0 555
need for help how often 2.0 555 mobility aids nan 554
falling last month 3.0 551 shakiness last month 3.0 551
confusion last month 4.0 551 mobility aids 4.0 551
living before admission nan 550 alzheimer 2.0 550
depression 2.0 550 mobility aids 5.0 550
confusion 2.0 550 mental disorder 2.0 550
psychosis 2.0 549 need for help 4.0 548
underweight 2.0 548 arthralgia last month nan 548
heartburn last month nan 548 stroke last month 3.0 548
walking stairs nan 548 need for supervsion nan 548
alcohol 2.0 548 numbing of bag nan 548
back pain last month nan 547 oedema last month nan 547
dyspnoea in strain last month nan 547 dyspnoea in rest last month nan 547
excema last month nan 547 constipation last month nan 547
dizziness last month nan 547 falling last month nan 547
shakiness last month nan 547 stroke last month nan 547
speak difficulty last month 3.0 547 speak difficulty last month nan 547
walking room 3.0 547 walking room nan 547
walking outside 4.0 547 walking outside nan 547
walking and carrying bag nan 547 using toilet nan 547
finger dexterity nan 547 washing nan 547
cutting toe nails nan 547 eating nan 547
mobility aids 2.3 547 need for supervsion 1.0 547
multimorbidity binary 2.0 547 delusions 2.0 547
gastrointestinal symptoms nan 547 loss of balance nan 547

3.2 Association rule mining

Second, we analyzed what patterns and if-then rules could be found in the binarized data. To
automatically detect these pattern and rules we used association rule mining (Agrawal et al.,
1993). In association rule mining, the support determines how often a rule is applicable to a given
data set. Moreover, the confidence, c(S1 → S2), determines how frequently items in S2 appear
in the transactions that contain S1. We were interested in reliable rules that contained HAD.
Since only one third of the observations in our data actually contain patients that died or stayed
in hospital, we started with a relatively small value for the support but the highest value for the
confidence to achieve reliable and accurate rules.

The first rule that we obtained with this strategy had a support of 21.4% and a confidence of
100%.

{marital status: missing} ⇒ {location: 4} (1)

In words (1) means that if the marital status of a patient is missing, then the location is Jyväskylä.
This rule indicates a data collection problem in the hospital in Jyväskylä but is not very useful for
our prediction task.

Next, we explicitly searched for rules that had hospital or dead at their right hand side. The
first rule we obtained with this strategy had 100% confidence and a support of 0.7%:

{marital status: missing, eating: 2} ⇒ {hospitalOrDead} (2)

Rule (2) says that if marital status of the patient is missing and s/he needs help with eating, then
s/he will stay in hospital or die. This rule applies to all cases but is supported only by six patients.
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{location: 1, eating: 2} ⇒ {hospitalOrDead} (3)

According to rule (3), patients who are in Joensuu and need help with eating, will stay in hospital
or die (supported only by 0.12% but with 100% confidence).

{back pain: 2, eating: 2} ⇒ {hospitalOrDead} (4)

Rule (4) tells us if patient has back pain and needs help with eating, s/he will stay in hospital or
die (supported by 0.36% but 100% confidence).

When we lowered the confidence slightly, we obtained an interesting rule with 10% support and
95.7% confidence:

{hospitalOrDead, need for supervsion: 2} ⇒ {need for help how often: 2} (5)

(5) means that if the patient did not return home (i.e., he or she died or stayed at the hospital)
and needed supervision, he or she also needed help.

We were also interested in rules that assure us that the patient will return home after hospi-
talization. The first rule having home at the right hand and with a support of 1.6% and 100%
confidence was:

{glucose level: normal, dyspnoea in strain how often: 2} ⇒ {home} (6)

In words rule (6) means that if glucose level of the patient is normal if this patient has dyspnoea in
strain one or two times a week, then he or she will return home. To obtain more rules with home
at the right hand side, we lowered the confidence slightly, similarly to when we were searching for
HAD rules.

{location: 1, cutting toe nails: 1} ⇒ {home} (7)

Rule (6) says that if patient is in the hospital in Joensuu and can cut toe nails without help, s/he
will probably (confidence more than 93%) return home (support: 6.9%).

{need for help: 1, need for help how often: 4} ⇒ {home} (8)

The last rule (8) is maybe the most informative: If patient does not need help (both variables
measure the same), s/he will probably (confidence more than 93%) return home. This rule is
supported by 10% of the data.

In summary, (5) and (8) again reflect the importance of the variables that measure the amount
of help and supervision the elderly patients needed already before hospitalization. If a patient did
not need help or supervision, he or she will probably return home. If a patient does need help, it
is likely that he or she will stay in the hospital or die after hospitalization.

3.3 Supervised learning

We finalized our triangulated analysis to predict HAD by utilizing different classification algorithms
for supervised learning. Many different of such classification algorithms exist and some usually
work better than others for a specific data set or domain. To investigate which model works best
for the data at hand we experimented with eight different algorithms (namely, logistic regression,
nearest neighbor, gradient boosting, support vector machines, näıve Bayes, decision tree, random
forest, and neural network) and different variations and parameter settings for these.

10-fold cross-validation was used to evaluate the models. This ensured that each patient was
in the training set nine times and in the test set once. Therefore, the models needed to generalize
well to all of the patients in the data set to achieve high test scores for the different folds and
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their means. Not only the algorithm and its settings but also the preprocessing and handling of
missing data influence the results. Thus, we implemented three nested loops. We iterated over (i)
the different classification algorithms and their parameters and variations, (ii) the three different
data sets described in Section 2.1, and (iii) the different folds.

For all models, we computed (i) the proportion of correctly identified patients (accuracy),
(ii) the proportion of positives that were correctly identified as such (sensitivity), that is, the
percentage of patients who were correctly identified as having HAD, and (iii) the proportion of
negatives that were correctly identified as such (specificity), that is, the percentage of patients who
were correctly identified as being recharged to home. Moreover, we calculated for each classifier
the area under the ROC curve (AUC ). The AUC of a classifier is equivalent to the probability that
the classifier will rank a randomly selected HAD patient higher than a randomly selected returning
home patient. Thus, an AUC value around 0.5 is no better than random guessing.

The accuracy measure is useful if the classes are evenly distributed and if false positives and
false negatives have similar cost. However, our data sets have an uneven class distribution and
the cost of false positives and false negatives are very different (i.e., it is more costly to classify
an patient having HAD as healthy than misclassifying a healthy patient). As described above in
Section 3.1, the näıve predictor that assigns all cases to the most common class has an accuracy of
65.6% (546/832), a sensitivity of 0% (0/286), and a specificity of 100% (546/546) for the second
and third data set. For the first (full cases) data set the classes are even more unevenly distributed
and the accuracy is 70.15% again with a sensitivity of 0%. This already shows the difficult to
predict the true positives (patients who are still in hospital or dead) correctly. Moreover, it shows
that accuracy is not the best measure to compare the performance of our models. It can be high
although the model is practically useless. Thus, instead of simply concentrating on a high accuracy
we compared the models based on their AUC. AUC, sensitivity (Sn), and specificity (Sp) are also
the measures reported in the tables.

Table 3 shows the results when the three data sets described in Section 2.1 were not further
processed. The table shows that the third data set created with one-hot encoding and the missing
data strategy generally led to the best results in terms of the AUC measure. We further observe
that the specificity was perfect for the default settings of some classifiers (see, for example, SVC
for the first or BernoulliNB for the first and second data sets) but this always meant that the
sensitivity of the classification results was very low. By adjusting the class weights (or the class
priors for the probability based Bayesian models), we could increase the sensitivity up to being
perfect (see, for example, SVC with class weight 1 for class 0 and weight 99 for class 1) but this
drastically reduced the specificity. This adjustment worked for all classifiers except random forest.
In comparison to the other classifiers, increasing the class weights for the HAD class reduced the
sensitivity of the random forest, and increasing the class weights for the return home home class
increased the sensitivity but reduced the specificity. This might be because of the architecture of
the random forest model that automatically reduces overfitting (Breiman, 2001).

With the attempt to improve the sensitivity of the classification results, we oversampled the
minority (i.e., the HAD) class using the synthetic minority over-sampling technique (SMOTE)
(Chawla et al., 2002). SMOTE creates observations that are interpolations of the minority class
instead of simply duplicating observations such as the random oversampling method. This sig-
nificantly improved the results, especially for random forest. The results are reported in the first
row of Table 4. However, these results are overly optimistic. Although SMOTE does not directly
clone observations of the minority class, performing the oversampling before cross-validation still
means that information from the validation set flowed into the training model. To overcome this
undesirable information flow we next performed the cross-validation within the cross-validation
(i.e., for the training data only). The results are shown in the second row in Table 4. As can be
seen from the table, these results are comparable to the results achieved when no oversampling was
performed at all (see Table 3). Hence, oversampling does not notably improve our classification
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Table 3: Performance of different classification algorithms using 10-fold cross-validation for the
three data sets.

Full cases Full features Missing data pattern
Classifier AUC Sn Sp AUC Sn Sp AUC Sn Sp
Logistic Regression 0.53 0.35 0.71 0.62 0.40 0.78 0.61 0.44 0.71
Logistic Regression with class
weight: balanced

0.52 0.40 0.61 0.62 0.61 0.56 0.60 0.53 0.59

Logistic Regression with C: 0.01 0.54 0.00 0.96 0.68 0.29 0.87 0.70 0.29 0.88
Logistic Regression with C:0.01,
class weight: balanced

0.54 0.45 0.53 0.68 0.67 0.61 0.69 0.62 0.65

LogisticRegression with class
weight: {0:1, 1:20}

0.52 0.47 0.52 0.59 0.91 0.10 0.56 0.77 0.29

KNeighborsClassifier 0.48 0.15 0.89 0.66 0.40 0.75 0.66 0.50 0.72
Gradient Boosting Classifier 0.63 0.35 0.92 0.67 0.54 0.71 0.66 0.45 0.73
GaussianNB 0.62 0.48 0.63 0.65 0.41 0.79 0.62 0.26 0.86
GaussianNB with class prior 1:99 0.62 0.55 0.52 0.65 0.58 0.63 0.62 0.28 0.85
BernoulliNB 0.50 0.00 1.00 0.50 0.00 1.00 0.71 0.64 0.66
BernoulliNB with class prior 1:99 0.50 1.00 0.00 0.50 1.00 0.00 0.71 0.75 0.52
MultinomialNB 0.54 0.33 0.72 0.69 0.57 0.72 0.71 0.62 0.68
MultinomialNB with class prior
1:99

0.54 0.98 0.05 0.69 1.00 0.00 0.71 0.80 0.45

SVC 0.46 0.00 1.00 0.68 0.37 0.82 0.69 0.22 0.87
SVC with class weight 1:99 0.54 1.00 0.00 0.65 1.00 0.00 0.64 1.00 0.00
SVC with class weight 1:9, C:10,
gamma: 0.1

0.47 0.00 1.00 0.69 0.23 0.91 0.72 0.20 0.95

SVC with class weight 1:9, C:0.01,
gamma: 0.1

0.47 1.00 0.00 0.69 1.00 0.00 0.72 1.00 0.00

DecisionTreeClassifier 0.57 0.40 0.74 0.55 0.48 0.62 0.54 0.51 0.56
DecisionTreeClassifier with max
depth: 3, balanced class

0.41 0.42 0.46 0.63 0.61 0.63 0.61 0.61 0.59

DecisionTreeClassifier with class
weight 1:99

0.51 0.80 0.21 0.66 0.97 0.03 0.59 0.95 0.08

DecisionTreeClassifier with class
weight 1:9

0.44 0.66 0.34 0.65 0.94 0.11 0.63 0.93 0.13

DecisionTreeClassifier with max
depth: 4, class weight 1:9

0.49 0.45 0.48 0.65 0.89 0.28 0.62 0.90 0.17

DecisionTreeClassifier with class
weight 1:999

0.51 0.80 0.21 0.50 0.99 0.01 0.50 0.95 0.04

DecisionTreeClassifier with class
weight 1:3

0.38 0.45 0.34 0.65 0.79 0.41 0.64 0.74 0.46

Random Forest 0.59 0.12 0.96 0.71 0.41 0.83 0.71 0.42 0.80
Random Forest with class weight:
balanced

0.55 0.00 0.97 0.71 0.41 0.83 0.72 0.39 0.83

Random Forest with class weight
1:9

0.48 0.03 0.99 0.69 0.34 0.86 0.69 0.34 0.85

Random Forest with class weight
9:1

0.58 0.20 0.94 0.69 0.49 0.74 0.69 0.47 0.74

MLPClassifier 0.49 0.00 1.00 0.50 0.00 1.00 0.61 0.48 0.66

Table 4: Performance of different classification algorithms for the three data sets when the minority
class is oversampled.

Full cases Full features Missing data pattern
Classifier AUC Sn Sp AUC Sn Sp AUC Sn Sp
Random Forest with oversampling
before cross-validation

0.96 0.93 0.87 0.92 0.89 0.77 0.91 0.88 0.77

Random Forest with oversampling
within cross-validation

0.55 0.10 0.89 0.71 0.49 0.78 0.71 0.49 0.76
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results.

Figure 2: The optimal number of features with random forest was 267.

From the classification algorithm viewpoint random forest and support vector machines per-
formed the best in terms of AUC (see Table 3). Random forest performed slightly better when
also the sensitivity was taken into account. Moreover, random forest might be preferable because
it requires very little feature engineering and parameter tuning. For example, when we performed
recursive feature selection with cross-validation almost all features were selected for random forest
(see Figure 2), while for support vector machines only 40 were selected. A further advantage of
random forest is that they are constructed using a multitude of decision trees which are non-linear
but highly interpretable (Liu and Tsang, 2017; Kotsiantis, 2013).

Table 5: Feature ranking for random forest.

ranking feature
1. feature 256 need for help how often 1.0
2. feature 265 need for supervsion 1.0
3. feature 228 finger dexterity nan
4. feature 266 need for supervsion 2.0
5. feature 246 remembering new things 3.0
6. feature 229 washing 1.0
7. feature 32 pain nan
8. feature 224 getting up bed nan
9. feature 247 remembering new things nan
10. feature 238 transactions in post office 2.0
11. feature 86 cancer 1.0
12. feature 55 rheumatoid arthritis 2.0
13. feature 236 cutting toe nails nan
14. feature 47 hypertension 2.0
15. feature 258 need for help how often 3.0

To find the features that played the most important role in the prediction, we ranked the
feature importance of the random forest. The most importance features of the ranking are shown
in Table 5. As can be seen from the table, the need for help and supervision are once again selected
as the most important features for the prediction task. In summary, also our final technique
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nominated the importance of the need for help and supervision features. However, it also clearly
demonstrated the difficulty of predicting the true positives. More experiments (and possibly more
data of HAD patients) are needed to improve the sensitivity results.

4 Conclusions

Understanding the underlying factors associated with HAD is a first step to better plan hospital-
ization of older patients. Although previous studies have tried to find the most important factors
associated with HAD, none of these have leveraged machine learning techniques. This paper pre-
sented a first attempt in this direction to automatically identify the relations of many health and
social variables to the outcome of hospitalization of older patients. More precisely, using triangu-
lation of different machine learning techniques, it was shown that the need of help and supervision
are the most important features predicting whether an old patient will return home after hospital-
ization due to an acute illness. Future work will repeat the presented analysis scheme for larger
data from more hospitals. In particular, this paper showed the difficulty of predicting the true
positives (i.e., the HAD patients). Thus, future work needs a larger sample size of HAD patients
for building prediction models with improved sensitivity.
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